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Understanding	Animal	Movement	Behaviors	
Understanding	Ecological	System	

4	

Abnormal	changes	of	
periodic	behaviors	

Change	of	the	environment	



Understanding	Animal	Movement	Behaviors	
Social	Behaviors	
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•  Social	hierarchies		
•  e.g.,	follower/leader	
•  a@ract/avoid	

•  detect/prevent	disease	
spread	

	



Seman?c	Understanding	Human	Movement:	
Applica?ons	in	Understanding	Health		
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frequent	visits	to	fast	food	
li@le	access	to	gym/parks		

A	real	human	trajectory	in	Chicago	

at	a	greater	risk	of	health	
problems	



Seman?c	Understanding	Human	Movement:	
Profile	Personal	Interest	
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A	user’s	taxi	trip	history	in	Beijing	

Frequent	visits	to	
shops		 Gender:	female	

Frequent	visits	to	
Chinese,	Thai,	
Japanese	restaurants	

Food	interest:	
Asian	

late	night	trips	

Early	morning	trips	



Seman?c	Understanding	Human	Movement:	
Profile	Personal	Interest	
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A	user’s	taxi	trip	history	in	Beijing	



Key	Factors	to	Determine	an	Individual	Trajectory	
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Challenges	in	Detec?ng	Periods	

12	

Data	complexity	challenge:	
•  Raw	movement	is	not	periodic	
•  Movements	are	affected	by	many	factors	
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Key	Insight:	Use	the	Reference	
Spot	

Bee	example:	Observe	the	in-and-out	movements	from	the	
hive	region.		

in	hive	

outside	
hive	

?me	
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Two-Dimensional	Movement	 One-Dimensional	Binary	Sequence	

Easy	to	see	the	
periodicity.	Reference	spot:	hive	



Example:	Mining	Periodic	Pa@erns	on	Eagle	Movement	

•  Detec;ng	periods:	Cluster	data	to	find	
reference	“points”	and	then	detect	
mul?ple	interleaved	periods	by	Fourier	
Transform	and	auto-correla?on	

•  Summarizing	periodic	paAerns:	By	
clustering	and	pa@ern	discovery	

3-yr	Bird	migra;on	data:	very	sparse	 Jan.-Mar.	 Apr.-June	 July-.Oct	 Nov.	 Dec.	
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Example:	Mining	Periodic	Pa@erns	on	Human	Movement	
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Spot	#1:	Office	
Spot	#2:	Commu?ng,	entertainment	
Spot	#3:	Home	
Spot	#4:	Vaca?on	place	



Periodic	Pa@ern	Mining:	Limita?ons	

#1	
#2	

#4	

#3	

Spot	#1:	Office?	
Spot	#2:	Commu?ng,	entertainment?	
Spot	#3:	Home?	
Spot	#4:	Vaca?on	place?	

Can	we	understand	why	the	person	visits	that	loca?on	
by	using	external	contexts	(loca?on	informa?on)?	
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A	Challenging	Sparse	Data	Case	
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Event has a period of 20. Occurrences of the event happen between 20k+5 to 20k+10.

18 26 29 5048 67 795

Overlay the segments

Segment the data using length 20 Segment the data using length 16

Time

Observations are clustered in [5,10] interval.

6213

Overlay the segments

Observations are scattered.

Periodicity	Detec?on	in	Sparse	Data	
•  Real	movement	data	can	be	sparse,	e.g.,	geo-loca?on	at	phone	calls	

q  Projec?ng	on	the	true	period,	it	shows	a	highly	skewed	(clustered)	distribu?on	
q  Effec?ve	method	can	be	developed	based	on	this	observa?on	(Li,	et	al.,	2015)	
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Detec?ng	Periodic	Regions	

•  Previous	work	in	two	steps:	(1)	region	
detec?on;	(2)	period	detec?on	

•  How	to	detect	regions	and	periods	together?	

19	

Quan	et	al.,	WSDM	2017	



Cluster	Periodic	Region	by	Considering	
Spa?al	and	Temporal	Informa?on	Jointly	

•  A	periodic	region	is	a	geographical	cluster	where	the	target	user	has	
periodic	visi?ng	record	sequence	
–  Spa?al	approximi?y:	the	records’	loca?ons	should	be	close	in	distance	
–  Temporal	approximity:	the	records’	?me	should	follow	a	periodic	pa@ern	

•  Clustering	records	by	exploi?ng	spa?al	and	temporal	informa?on	jointly	

Quan	et	al.,	WSDM	2017	
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Key	Factors	to	Determine	an	Individual	Trajectory	
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External*
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Overview	of	Rela?onship	Pa@erns	
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PaAern	 Related	Work	

Flock	 [Laube	et	al.	2004]		
[Gudmundsson	et	al.	2004]		
[Gudmundsson	and	van	Kreveld	2006]	
[Al-Naymat	et	al.	2007]	
[Benkert	et	al.	2008]	

Moving	cluster	 [Kalnis	et	al.	2005]	

Convoy	 [Jeung	et	al.	2008]		

Swarm	 [Li	et	al.	2010]	

Leadership/Follower	 [Laube	et	al.	2004]	[Anderson	et	al.	2007]	[Andersson	et	al	
2008]	



R

S
r1

r2

r3

r4 r5 r6

s1

s2

s3
s4

s5

s6

Mining	Mobility	Rela?onship	Problem	

•  Given	two	trajectories	R	and	S,	measure	their	
rela?onship	strength	

24	

*	assume	synchronized	sampling	rate	



Trajectory	Similarity	as	a	Measure	of	Mobility	Strength	
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Frequently-used	measures:	
•  Euclidean	distance	
•  Mee?ng	frequency	or	

co-loca?on	frequency	
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Mee?ng	Frequency	=	Rela?onship	Strength?	
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the	more	frequently	you	co-locate	with	another	person,	
	

the	stronger	the	mobility	rela?onship	is.	

less	frequently		

weaker	



Mee?ng	Frequency	=	Rela?onship	Strength?	
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State	College	

DC	

Philladelphia	



Mee?ng	Frequency	=	Rela?onship	Strength?	
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State	College	

DC	

Philladelphia	



Mee?ng	Frequency	=	Rela?onship	Strength?	
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State	College	

DC	

Philladelphia	



Mobility	Rela?onship:	Personal	Background	
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VLDB’14	

freq(	 )	=	10	,	 freq(	 )	=	2	,	
What	happened	

What	is	expected	to	happen?	

AArac;on	and	Avoidance	Detec;on	from	Movements,	VLDB'14/PVLDB	



Mobility	Rela?onship:	Personal	Background	

31	

12	monkeys	
11/10/2004	–	04/18/2005	

*	green	line:	a@rac?on	
*	red	line:	avoidance	

VLDB’14	

AArac;on	and	Avoidance	Detec;on	from	Movements,	VLDB'14/PVLDB	



Mobility	Rela?onship:	Personal	Background	
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12	monkeys	
11/10/2004	–	04/18/2005	

*	green	line:	a@rac?on	
*	red	line:	avoidance	

VLDB’14	

AArac;on	and	Avoidance	Detec;on	from	Movements,	VLDB'14/PVLDB	



Mobility	Rela?onship:	Personal	Background	
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12	monkeys	
11/10/2004	–	04/18/2005	

*	green	line:	a@rac?on	
*	red	line:	avoidance	

AArac;on	and	Avoidance	Detec;on	from	Movements,	VLDB'14/PVLDB	

VLDB’14	



Rela?onship	Mining:	Global	Background	
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ICDM’14	

PGT:	Measuring	Mobility	Rela;onship	Using	Personal,	Global	and	Temporal	Factors,	ICDM'14	



Follower/Leader	Pa@ern	Mining	
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Kenya	baboon	

Mining	Following	Rela;onships	in	Movement	Data,	ICDM'13	

Detected	following	pa@ern	1	 Detected	following	pa@ern	2	

ICDM’13	



Key	Factors	to	Determine	an	Individual	Trajectory	
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“Mining	Mobility	Data	Only”	to	“Mining	Mobility	in	Context”	
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Environment
(e.g., precipitation,  vegetation)

Land types
(e.g., lake, mountain, road)

Point of Interest
(e.g., restaurant, airport)

Social events 
(e.g., football game, conference)

Contextual Information

Movement Trajectory

Semantic understanding of 
trajectories can answer 
questions such as: 

Ecological question: “Why does 
the bird deviate from the regular 
migration path? Is it because of 
environmental change?”

Social and health question: “Do 
the types of grocery stores and 
restaurants a person goes to 
correlate with his health?”

Objective

A trajectory: a sequence of time-stamped GPS 
locations (latitude, longitude)

Scope of existing work

Scope of this proposed project
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10-min	break:	Q&A	
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“Mining	Mobility	Data	Only”	to	“Mining	Mobility	in	Context”	
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Periodic	Pa@ern	Mining:	Limita?ons	

#1	
#2	

#4	

#3	

Spot	#1:	Office?	
Spot	#2:	Commu?ng,	entertainment?	
Spot	#3:	Home?	
Spot	#4:	Vaca?on	place?	

Can	we	understand	why	the	person	visits	that	loca?on	
by	using	external	contexts	(loca?on	informa?on)?	
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Mobility	Rela?onship	Mining:	Limita;ons	
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?me-sensi?ve	food	resources	
vs.	expanding	territory	

private	resident	vs.	
public	park	 	

Why	objects	interact	at	those	loca?ons?	

trivial	following	vs.	
non-trivial	following	



Key	Factors	to	Determine	an	Individual	Trajectory	
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“Mining	Mobility	Data	Only”	to	“Mining	Mobility	in	Context”	
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Environment
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Mining	with	Contexts	

•  Annota?ng	the	Contexts	
•  Mining	Pa@erns	for	Trajectories	with	Contexts	

46	



Mining	with	Contexts	

•  Annota?ng	the	Contexts	
•  Mining	Pa@erns	for	Trajectories	with	Contexts	
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Ul?mate	Objec?ve:	Seman?cally	Understand	Mobility	Data	
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Visit	Madison	Square	Garden	for	
Rangers	hockey	game	

Raw	Loca?on	Traces	

A	very	hard	problem:	
•  What	is	the	true	des?na?on?	
•  Which	event	is	a@ending?	

Seman?cs	
what	the	person	is	doing	at	that	loca?on	

2013-1-20	19:00		
(40.75,	-73.99)	



Where	did	you	go?		
Venue	Annota?on	with	imprecise	GPS	loca?ons	

49	

CIKM’16	

Input:	loca?on	records	
of	a	user	
	
Output:	associate	
each	record	with	the	
actual	venue	visited	

Where	Did	You	Go:	Personalized	Annota;on	of	Mobility	Records,	CIKM’16	



Where	did	you	go?	Venue	Annota?on	
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loca?on	records	 nearby	venues	
Baseline	method:	consider	each	record	
separately	

pick	the	closest	venue	

CIKM’16	

r1

r2

r3

max

v⇤
1 ,...,v

⇤
n

X

i

1/dist(ri, v
⇤
i )

Should	consider	user’s	preference	across	
loca?on	records	

v⇤1

v⇤2

v⇤3

Where	Did	You	Go:	Personalized	Annota;on	of	Mobility	Records,	CIKM’16	



Where	did	you	go?	Venue	Annota?on	

51	Where	Did	You	Go:	Personalized	Annota;on	of	Mobility	Records,	CIKM’16	

Preference	consistency	

CIKM’16	

max

v⇤
1 ,...,v

⇤
n

X

i

D(ri, v
⇤
i ) +

X

i,j

S(v⇤i , v
⇤
j )

Observa?on	1	(?me).	A	user	tends	to	visit	similar	
venues	at	similar	?me	of	the	day	
Observa?on	2	(space).	A	user	tends	to	visit	similar	
venues	when	observed	at	close	loca?ons	

distance	

loca?on	records	 nearby	venues	

r1

r2

r3

v⇤1

v⇤2

v⇤3

Markov	Random	Field	model	and	use	graph	cut	



Where	did	you	go?	Venue	Annota?on		

52	

CIKM’16	

Figure 8: Case study on one user from NYC dataset. (a-b). Mobility records and venues are shown on the
map. Each red node is one observation (i.e., mobility record). The yellow dash lines connect the records with
annotations by DIST. The ground truth venues are colored green. (c). The table shows the node energy for
each venue. The venues closest to the records are marked red. The annotations by STR are marked blue.

range in which 95% of the deviations fall from 20 meters to
60 meters on the map. Figure 7(a) shows the accuracy of
DIST and STR with respect to di↵erent noise levels. The
accuracy of STR decreases from 0.79 to 0.4 as � increases
from 0.0001 to 0.0003, whereas the accuracy of DIST de-
creases from 0.55 to 0.28. In addition, the improvement of
STR over DIST increases from 0.24 to 0.32, as the accu-
racy of DIST increases. Since DIST is equivalent to using
the node potential in STR only for annotation, the result
suggests that STR shows more improvement when the node
potential is more e↵ective. This observation is consistent
with the result in Figure 4.
We also study the performance of both methods for each

user. Figure 7(b) shows that, as the noise level increases,
the percentage of users on whom STR outperforms DIST
decreases. However, the number of users on whom STR
is worse than DIST remains similar. In all cases, our MRF
model which combines the node and pairwise potentials rarely
yields worse performance than using the node potential only.

5.8 Case Study
In this section, we conduct case study on the mobility

records of a user in NYC dataset to further demonstrate the
e↵ectiveness of STR. We pick six mobility records from this
user and visualize them in Figure 8(a-b). From the check-
ins of the user, we know that the user visited two cafes,
i.e., venues v1 and v4, for records r1 to r5 and record r6,
respectively (marked green in the figure). There are also
other venues nearby, such as American restaurants. Fig-
ure 8(c) shows the node energy for each venue computed
as in Eq. (6). The venues with the highest node potentials
(i.e., closest to the records) are marked red, which are also
the venues annotated by DIST. The annotations by STR are
colored blue in the table.
From Figure 8(a), we can see that DIST incorrectly anno-

tates venue v2 to record r1, and venue v3 to record r2, due
to the noise in the observations. Since records r1 to r5 are
spatially close, STR prefers annotating them with the same
venue while also considering the distance, resulting in the
correct annotations. Similarly, in Figure 8(b), DIST incor-
rectly annotates venue v5 to record r6. At the same time,
STR prefers annotating record r6 with a venue that has the
category cafe, as we inferred from the records r1 to r5 that
this user often goes to cafe in the afternoon.
Meanwhile, in this example, GDM would annotate records

r1 to r5 with venue v2 (not shown). Because there are only
5 records within the grid, the estimation of venue location
by GDM is erroneous. Also, similar to DIST, GDM would
generate incorrect annotation for r6, as it does not consider
the temporal dependency among the records.

6. CONCLUSION
In this paper, we address the problem of annotating venue

to mobility records of mobile users. Our proposed method
incorporates characteristics of human mobility and models
user preference as consistency of the annotations. We show
that our model significantly improves the baseline methods.
There are several extensions which to further consider.

First, we only use category information of the venue as fea-
tures. We can further consider more sophisticated features
for more precisely measuring the similarity between venues.
Second, our current framework takes the entire set of mo-
bility records and annotates them at once. In practice, the
mobility records may be collected in a streaming fashion.
How to annotate and refine annotation in an online man-
ner is also a challenging task. In addition, we only focus
on mobility records of individual users. We plan to further
investigate how to understand the semantics of patterns in
collective mobility data.

Preference	of	this	user:	going	to	café	in	the	avernoon	
Where	Did	You	Go:	Personalized	Annota;on	of	Mobility	Records,	CIKM’16	



What	did	you	do?	Event	Annota?on	
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WWW’15	

Seman;c	Annota;on	of	Mobility	Data	using	Social	Media,	WWW'15	



54	(d)$Tweets$as$ground$truth:$
r1:$Daddy's$home!!!!$LETS$GO$RANGERS$(@$Madison$Square$Garden$for$PiBsburgh$Penguins$vs$New$York$Rangers)$[pic]:$hBp://t.co/cUYIVcRx$
r2:$I'm$at$Barclays$Center$for$San$Antonio$Spurs$vs$Brooklyn$Nets$(Brooklyn,$NY)$w/$69$others$hBp://t.co/UgJxCvlX$
r3:$Let's$do$it.$(@$Madison$Square$Garden$_$@thegarden$for$@washcaps$vs$@NYRangers$w/$44$others)$hBp://t.co/oaaE4f1t9n$
r4:$with$@jedafrank$(@$Game$Of$Thrones$Exhibibon$w/$14$others)$hBp://t.co/U5ztm1RWRu$
r5:$I'm$at$Yankee$Stadium$_$@mlb$for$Arizona$Diamondbacks$vs$New$York$Yankees$(Bronx,$NY)$w/$129$others$[pic]:$hBp://t.co/MnHVcn170P$
r6:$I'm$at$Yankee$Stadium$_$@mlb$for$Cleveland$Indians$vs$New$York$Yankees$(Bronx,$NY)$w/$143$others$hBp://t.co/KTidl9wtEv$

(a)$Annota3on$documents$using$tweets$(our$method)$

r1:$(40.7505,$_73.9934),$$
$$$$$$$$$$$$$$1/20/13$

Word$ Relevance$
Score$

garden$ 152$

madison$ 146$

square$ 144$

rangers$ 99$

penguins$ 58$

r2:$(40.6831,$_73.9760),$$
$$$$$$$$$$$$$$2/10/13$

Word$ Relevance$
Score$

barclays$ 123$

center$ 120$

nets$ 83$

spurs$ 73$

san$ 40$

r3:$(40.7505,$_73.9934),$$
$$$$$$$$$$$$$$3/24/13$
Word$ Relevance$

Score$

garden$ 79$

madison$ 77$

square$ 76$

nyr$ 51$

rangers$ 44$

r4:$(40.7634,$_73.9748),$$
$$$$$$$$$$$$$$3/28/13$

Word$ Relevance$
Score$

game$ 33$

thrones$ 32$

apple$ 4$

store$ 3$

plaza$ 3$

r5:$(40.8295,$_73.9270),$$
$$$$$$$$$$$$$$4/18/13$

Word$ Relevance$
Score$

yankee$ 152$

stadium$ 142$

yankees$ 94$

others$ 38$

bronx$ 36$

Word$ Relevance$
Score$

yankee$ 155$

stadium$ 148$

yankees$ 108$

indians$ 48$

game$ 43$

r6:$(40.8295,$_73.9269),$$
$$$$$$$$$$$$$$6/5/13$

r5,$r6$

r1,r3$

r2$

r4$

(b)$Loca3ons$on$the$map$

POI$ Distance$

Madison$Square$
Garden$

3$

Aunbe$Anne’s$
Pretzels$

9$

Forest$Electric$
Corporabon$

16$

Aunbe$Anne’s$
Pretzels$

21$

Event$Bar$ 31$

(c)$Annota3on$by$sta3c$POI$informa3on$(method$for$comparison)$
r1$,$r3:$(40.7505,$_73.9934)$$

POI$ Distance$
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Factory$

79$
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84$
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POI$ Distance$

New$York$Yankees$ 34$
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Apple$Bank$For$
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129$

r5$,$r6:$(40.8259,$_73.9269)$$
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ManhaBan$Dental$
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Management$Group$

23$

Oz$Management$
Group$

23$

Summit$Rock$
Advisors$

23$

Ingres$Corporabon$ 23$

r4:$(40.7634,$_73.9748)$
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55	(d)$Tweets$as$ground$truth:$
r1:$Daddy's$home!!!!$LETS$GO$RANGERS$(@$Madison$Square$Garden$for$PiBsburgh$Penguins$vs$New$York$Rangers)$[pic]:$hBp://t.co/cUYIVcRx$
r2:$I'm$at$Barclays$Center$for$San$Antonio$Spurs$vs$Brooklyn$Nets$(Brooklyn,$NY)$w/$69$others$hBp://t.co/UgJxCvlX$
r3:$Let's$do$it.$(@$Madison$Square$Garden$_$@thegarden$for$@washcaps$vs$@NYRangers$w/$44$others)$hBp://t.co/oaaE4f1t9n$
r4:$with$@jedafrank$(@$Game$Of$Thrones$Exhibibon$w/$14$others)$hBp://t.co/U5ztm1RWRu$
r5:$I'm$at$Yankee$Stadium$_$@mlb$for$Arizona$Diamondbacks$vs$New$York$Yankees$(Bronx,$NY)$w/$129$others$[pic]:$hBp://t.co/MnHVcn170P$
r6:$I'm$at$Yankee$Stadium$_$@mlb$for$Cleveland$Indians$vs$New$York$Yankees$(Bronx,$NY)$w/$143$others$hBp://t.co/KTidl9wtEv$

(a)$Annota3on$documents$using$tweets$(our$method)$

r1:$(40.7505,$_73.9934),$$
$$$$$$$$$$$$$$1/20/13$

Word$ Relevance$
Score$

garden$ 152$

madison$ 146$

square$ 144$

rangers$ 99$

penguins$ 58$

r2:$(40.6831,$_73.9760),$$
$$$$$$$$$$$$$$2/10/13$

Word$ Relevance$
Score$

barclays$ 123$

center$ 120$

nets$ 83$

spurs$ 73$

san$ 40$

r3:$(40.7505,$_73.9934),$$
$$$$$$$$$$$$$$3/24/13$
Word$ Relevance$

Score$

garden$ 79$

madison$ 77$

square$ 76$

nyr$ 51$

rangers$ 44$

r4:$(40.7634,$_73.9748),$$
$$$$$$$$$$$$$$3/28/13$

Word$ Relevance$
Score$

game$ 33$

thrones$ 32$

apple$ 4$

store$ 3$

plaza$ 3$

r5:$(40.8295,$_73.9270),$$
$$$$$$$$$$$$$$4/18/13$

Word$ Relevance$
Score$

yankee$ 152$

stadium$ 142$

yankees$ 94$

others$ 38$

bronx$ 36$

Word$ Relevance$
Score$

yankee$ 155$

stadium$ 148$

yankees$ 108$

indians$ 48$

game$ 43$

r6:$(40.8295,$_73.9269),$$
$$$$$$$$$$$$$$6/5/13$

r5,$r6$

r1,r3$

r2$

r4$

(b)$Loca3ons$on$the$map$
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User	Profiling	by	Clustering	the	Annotated	Words	

56	

33	loca?on	records	from	user	A	in	NYC	

Cluster		 Top-5	Words	
1	 yankee,	stadium,	bronx	
2	 garden,	madison,	square,	rangers,	penguins	
3	 barclays,	center,	brooklyn,	nets,	spurs	
4	 yankee,	stadium,	old?mersday	
5	 public,	island,	plaza,	staten,	drinking	

Top	words	from	this	person’s	tweets:		
staten,	stadium,	rpx,	hylan,	island,	drinking,	rangers,	
yankee,	bronx,	plaza,	madison,	garden,	photo,	ale	

250	loca?on	records	from	user	B	in	NYC	

Cluster		 Top-5	Words	
1	 art,	metropolitan,	museum,	metgala,	

punkfashion	
2	 Yankee,	mets,	sox,	stadium,	orioles	
3	 Ci?,	filed,	mets,	edcny,	subwayseries	

Top	words	from	this	person’s	tweets:		
Metgala,	punkfashion,	yankee,	stadium,	begatelle,	
ci?,	field,	metropolitan,	marquee,	bleacher,	creatures,	
superstudiu,	art,	museum	

Sports	fan	

Fashion	and	Sports	fan	

Seman;c	Annota;on	of	Mobility	Data	using	Social	Media,	WWW'15	

WWW’15	



Mining	with	Contexts	

•  Annota?ng	the	Contexts	
•  Mining	Pa@erns	for	Trajectories	with	Contexts	

57	



Mining	Fine-Grained	Sequen?al	
Pa@erns	in	Seman?c	Trajectories	

58	

Zhang,	VLDB’14	

Seman?c	loca?ons	
(instead	of	a	fixed	spa?al	loca?on)	

In	applica?ons	such	as	urban	planning,	trip	advising,	and	loca?on	
predic?on,	we	want	to	answer:		
•  Where	do	people	working	in	Manha@an	go	to	relax	aver	work?	
•  Are	there	popular	routes	for	a	one-day	trip	in	Paris?	



Sequen?al	Pa@ern	in	Seman?c	
Trajectories	

•  A	sequence	that	appears	in	at	least	n	trajectories.	

59	

Sequen?al	Pa@ern:	G1	->	G2	->	G3	

Three	constraints:	
•  	Seman?c	consistency		
•  Spa?al	compactness		
•  Temporal	con?nuity	



Spli@er:	Two	Steps	to	Mine	Seman?c	
Sequen?al	Pa@erns	

60	

Step	1:	mine	coarse	pa@erns	with	seman?c	and	temporal	constraints		
Step	2:	split	coarse	pa@erns	into	fine-grained	ones	to	meet	the	spa?al	constraint	

Step	1.	Coarse	Pa@erns	
Step	2.	Fine-Grained	Pa@erns	

Length-1	
pa@ern	

Length-2	
pa@ern	



GMove:	Group-Level	Mobility	Modeling	
Using	Geo-Tagged	Social	Media	

61	

Zhang,	KDD’16	



GMove:	Group-Level	Mobility	Modeling	
Using	Geo-Tagged	Social	Media	

62	

Zhang,	KDD’16	

HMM	ensemble	learner:	performs	
group-level	HMM	learning	

Text	augmenter:	reduces	text	sparsity	using	
spa?otemporal	signals	
	
For	example,	two	users	watching	the	Lakers’	game	at	
the	Staples	Center.		
•  They	may	post	two	tweets	using	two	different	

keywords:	“lakers”	and	“staplescenter”.		
•  Although	those	two	keywords	do	not	co-occur	in	

the	same	tweet,	they	are	spa?ally	and	temporally	
close,	and	thus	correlated.	



Outline	

•  Introduc?on		
•  Periodic	pa@ern	mining		
•  Object	rela?onship	pa@ern	mining		
•  10-min	break	
•  Seman?c	trajectory	pa@ern	mining		
•  Applica?ons	of	trajectories		
•  Conclusion	and	Future	Direc?ons	

63	



Region	Func?ons	using	Mobility	Data	

64	

Territory Identification

• Region aggregation

– Regions with similar topic 
distributions are clustered

– Aggregate big territoriesÆ
functional regions

θd Zd,n Wd,n
N

D K
βk

α η

Figure 5: Graphic model of LDA

3. For the nth word in the dth document wd,n,
(a) draw zd,n ∼ Mult(θd);
(b) draw wd,n ∼ Mult(βzd,n).

Here, Dir(·) is the Dirichlet distribution and Mult(·) is the multi-
nomial distribution. The estimation of LDA can be implemented
using the EM algorithm and the most commonly used inference
method of LDA is Gibbs sampling. See [4] for a variational infer-
ence method and detailed discussions of LDA.

2.2.2 Topic Modeling
As shown in Table 1, we draw an analogy between discovering

functions of a region and the topic discovery of a document. Specif-
ically, we regard a formal region as a document and a function as a
topic. In other words, a region having multiple functions is just like
a document containing a variety of topics. Meanwhile, we deem
the mobility patterns associated with a region as words and POIs
as metadata of a document, as a functional region is characterized
by its agglomeration of activities, its intraregional transport infras-
tructure, mobility of people, and inputs within its interaction bor-
ders [8].

Table 1: Analogy from region-functions to document-topics

transition cuboids −→ vocabulary
formal regions −→ documents

function of a region −→ topic of a document
mobility patterns −→ words

POI feature vector −→ metadata of a document

Figure 6 further details the analogy using an example. In our
method, given the mobility dataset, we build the arriving and leav-
ing cuboids respectively according to Definition 3. For a specific
region ri, the mobility patterns associated with ri are counted by
CA(1:R, i, 1:T ) and CL(i, 1:R, 1:T ), which are two “slices” ex-
tracted from arriving cuboid and leaving cuboid (termed as arriving
matrix and leaving matrix respectively). The right part of Figure 6
shows a “document” we compose for region r1, where a cell (in the
matrices) represents a specific mobility pattern and the numbers in
the cell denote the occurrences of the pattern. For example, in the
right most column of the arriving matrix, the cell containing “5”
means on average the mobility that went to r1 from rj in time bin
tk occurred 5 times per day. A POI is recorded with a tuple (in a
POI database) consisting of a POI category (as listed in Table 2),
name and a geo-position (latitude, longitude). For each formal re-
gion r, the number of POIs in each POI category can be counted.
The frequency density vi of the ith POI category in r is calculated
by:

vi =
Number of the POIs of the ith POI category
Area of region r (measured by grid-cells)

,

and the POI feature vector of r is denoted by xr = (v1, v2, . . . , vF , 1)
where F is the number of POI categories and the last “1” is a default
feature to account for the mean value of each topic, as explained in
[11]. The POI feature vector is regarded as the metadata of each
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Figure 6: Analogy between mobility patterns and words based
on transition cuboids
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Figure 7: DMR-based topic model

region, which is an analogue of the observed features such as au-
thor/email/institution of a document.

Using the basic LDA model, region topics can be discovered us-
ing the mobility patterns. However, as stated in Section 1, the re-
gion topics are products of both the POIs and mobility patterns. In
order to combine the information from both of them, we utilize a
more advanced topic model based on LDA and Dirichlet Multino-
mial Regression (DMR) [11].

The DMR-based topic model (for simplicity, DMR in the rest of
the paper) takes into account the influence of the observable meta-
data in a document by using a flexible framework, which supports
arbitrary features [11]. Compared to other models designed for spe-
cific data such as Author-Topic model and Topic-Over-Time model
(a member in the supervised-LDA family of topic models), DMR
achieves similar or improved performance while is more computa-
tional efficient and succinct in implementation [11].

As presented in Figure 7, the generative process of the DMR
model is:

1. For each region topic k,
(a) draw λk ∼ N (0,σ2I);
(b) draw βk ∼ Dir(η).

2. Given the rth region,
(a) for each region topic k, let αr,k = exp(xT

r λk);
(b) draw θr ∼ Dir(αr);
(c) for the nth mobility pattern in the rth region mr,n,

i. draw zr,n ∼ Mult(θr);
ii. draw mr,n ∼ Mult(βzr,n).

Here, N is the Gaussian distribution with σ as a hyper parameter,
and λk is a vector with the same length as the POI feature vector.
The nth observed mobility pattern of region r is denoted as mr,n.
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Figure 5: Graphic model of LDA
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nomial distribution. The estimation of LDA can be implemented
using the EM algorithm and the most commonly used inference
method of LDA is Gibbs sampling. See [4] for a variational infer-
ence method and detailed discussions of LDA.
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As shown in Table 1, we draw an analogy between discovering

functions of a region and the topic discovery of a document. Specif-
ically, we regard a formal region as a document and a function as a
topic. In other words, a region having multiple functions is just like
a document containing a variety of topics. Meanwhile, we deem
the mobility patterns associated with a region as words and POIs
as metadata of a document, as a functional region is characterized
by its agglomeration of activities, its intraregional transport infras-
tructure, mobility of people, and inputs within its interaction bor-
ders [8].

Table 1: Analogy from region-functions to document-topics
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formal regions −→ documents
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mobility patterns −→ words

POI feature vector −→ metadata of a document

Figure 6 further details the analogy using an example. In our
method, given the mobility dataset, we build the arriving and leav-
ing cuboids respectively according to Definition 3. For a specific
region ri, the mobility patterns associated with ri are counted by
CA(1:R, i, 1:T ) and CL(i, 1:R, 1:T ), which are two “slices” ex-
tracted from arriving cuboid and leaving cuboid (termed as arriving
matrix and leaving matrix respectively). The right part of Figure 6
shows a “document” we compose for region r1, where a cell (in the
matrices) represents a specific mobility pattern and the numbers in
the cell denote the occurrences of the pattern. For example, in the
right most column of the arriving matrix, the cell containing “5”
means on average the mobility that went to r1 from rj in time bin
tk occurred 5 times per day. A POI is recorded with a tuple (in a
POI database) consisting of a POI category (as listed in Table 2),
name and a geo-position (latitude, longitude). For each formal re-
gion r, the number of POIs in each POI category can be counted.
The frequency density vi of the ith POI category in r is calculated
by:

vi =
Number of the POIs of the ith POI category
Area of region r (measured by grid-cells)

,

and the POI feature vector of r is denoted by xr = (v1, v2, . . . , vF , 1)
where F is the number of POI categories and the last “1” is a default
feature to account for the mean value of each topic, as explained in
[11]. The POI feature vector is regarded as the metadata of each

r1r2rn ri

rn

rj

r2

t1
t2

tk

Arriving Cuboid

Leaving Cuboid

r1r2rn ri

rn

rj

r2

t1
t2

tk

r2

t1 t2 tk

rj

rn 0 0 0

10

0

20

4

30

8

15

5

12

0

0
0

0

0
0

0

0

0
0

6

0

0

0
0

0

0

0

0
0

0

0

0

0
0

0

0

0
0

0

0

0

0

0

0

00

0

00 0 0

0 0 0

0 0

0 0
0

0
0

00
0 0

0

0

0

Arriving Matrix of r1

r2

t1 t2 tk

rj

rn 0 24 0 0 4

8 5

12

0

0
0

4

0
0

0

0

0
0

6

0

0

0
0

0

0

0

0
11

0

0

0

0
0

0

0

5
0

0

0

0

13

0

0

0 0

0

00 0 0

0 0 0

0 7

0 9
0

0
0

032
0 0

0

0

0

Leaving Matrix of r1

10

0
0

0

0

Regard region  r1 as a document 

v1 v2 vFvi
10 815 6300 2 0 0PO

Is

Authors,  affiliation, and key words

Words

Figure 6: Analogy between mobility patterns and words based
on transition cuboids

!2 "k

K

#k

K

$

R
N

%k &k zr,n mr,n

xr

Figure 7: DMR-based topic model

region, which is an analogue of the observed features such as au-
thor/email/institution of a document.

Using the basic LDA model, region topics can be discovered us-
ing the mobility patterns. However, as stated in Section 1, the re-
gion topics are products of both the POIs and mobility patterns. In
order to combine the information from both of them, we utilize a
more advanced topic model based on LDA and Dirichlet Multino-
mial Regression (DMR) [11].

The DMR-based topic model (for simplicity, DMR in the rest of
the paper) takes into account the influence of the observable meta-
data in a document by using a flexible framework, which supports
arbitrary features [11]. Compared to other models designed for spe-
cific data such as Author-Topic model and Topic-Over-Time model
(a member in the supervised-LDA family of topic models), DMR
achieves similar or improved performance while is more computa-
tional efficient and succinct in implementation [11].

As presented in Figure 7, the generative process of the DMR
model is:

1. For each region topic k,
(a) draw λk ∼ N (0,σ2I);
(b) draw βk ∼ Dir(η).

2. Given the rth region,
(a) for each region topic k, let αr,k = exp(xT

r λk);
(b) draw θr ∼ Dir(αr);
(c) for the nth mobility pattern in the rth region mr,n,

i. draw zr,n ∼ Mult(θr);
ii. draw mr,n ∼ Mult(βzr,n).

Here, N is the Gaussian distribution with σ as a hyper parameter,
and λk is a vector with the same length as the POI feature vector.
The nth observed mobility pattern of region r is denoted as mr,n.

Nicholas	Jing	Yuan,	Yu	Zheng,	Xing	Xie,	Discovering	Regions	
of	Different	Func?ons	in	a	City	Using	Human	Mobility	and	
POIs,	in	Proceedings	of	the	18th	SIGKDD	conference	on	
Knowledge	Discovery	and	Data	Mining	(KDD	2012)	
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pollutants, and 𝑞 ∈ 𝒞 (defined in Table 1) means the AQI label 
of the k-th type of pollutant, such as PM10. We believe the air 
quality of a grid (filled by slashes in Figure 4 A)) would be 
influenced by the data (e.g., trajectories and POIs) observed in the 
affecting region 𝑔. 𝑅  that consists of the grid and its eight 
neighbor grids, as shown in Figure 4 B). 

2.2 Framework 
As shown in Figure 5, our framework consists of two major parts, 
offline learning and online inference, which generate three kinds 
of data flows: preprocessing, inference, and learning data flows. 
Preprocessing data flow: In this flow (denoted by dotted black 
arrows), we receive spatial trajectories generated by vehicles 
(taxicabs in the experiments) and map each trajectory onto a road 
network using a map-matching algorithm [12]. The mapped data 
is then stored in a trajectory database for offline learning and also 
geo-indexed to improve the efficiency of online inference.  

 
Figure 5. Framework of our system 

Learning data flow: In this data flow (represented by broken blue 
arrows), we first extract features for each grid from a variety of 
data observed in its affecting region. In terms of spatio-temporal 
properties, these features can be categorized into two sets. One set 
is temporally-related (i.e., the value of the features vary with time), 
such as temperature, humidity, and average speed of vehicles, 
which are extracted from meteorological data and the spatial 
trajectories. The other feature set is only spatially-related, e.g., the 
density of POIs and the length of roads in a region, extracted from 
POI and road network databases. See Section 3 for details.  
If an air quality monitor station is located in a grid, the grid is 
labeled by the AQIs reported from the station. The features 
extracted from the data observed in the affecting region of such a 
grid and the corresponding labels formulate a training set. As we 
only have a few air quality stations in a city while there are many 
places to infer, the data with labels are very few. To address this 
issue, we propose a semi-supervised learning approach based on 
co-training, where unlabeled data are used to improve the 
inference accuracy. Two separate classifiers are first trained 
respectively based on the labeled data using two separated feature 
sets. One is a temporal classifier (TC) based on a linear-chain 
conditional random field (CRF), which uses temporally-related 
features to estimate the temporal transformation of air quality in a 
location. The other is an artificial neural network (ANN)-based 
spatial classifier (SC) that uses spatially-related features to model 
the spatial correlations between air qualities of different locations. 
The AQIs reported by existing stations are also employed as an 
input in the SC. As different air pollutants (e.g., NO2 and PM10) 
are influenced by these factors differently, we build an individual 
model for each kind of pollutant, as detailed in Section 4.  
Inference data flow: In this flow (denoted as the red solid arrows), 
we calculate the features for each grid based on the data observed 
in the grid’s affecting region. While the spatially-related features 

like distribution of POIs can be calculated offline, the temporally-
related features are computed online; e.g., the traffic-related 
features are extracted based on the spatio-temporal (ST)-index 
built in the preprocessing flow. For each grid, we respectively 
feed the spatially-related features into the SC and temporally-
related features into TC, generating two probability scores. By 
multiplying the two scores, we can select the most possible class 
as a label. As monitor stations usually update the reports every 
hour, we conduct the inference every hour. Detailed in Section 4. 
Problem statement 
Given a collection of grids 𝐺 = 𝐺 ∪ 𝐺 = {𝑔 , 𝑔 , … , 𝑔 }, where 
𝑔. 𝑄  ( 𝑔 ∈ 𝐺 ) is known and 𝑔′. 𝑄  is unobserved ( 𝑔′ ∈ 𝐺 ), 
|𝐺 | ≪ |𝐺 |, a road network 𝑅𝑁 crossing 𝐺, POIs located in 𝐺, a 
trajectory dataset 𝑇𝑟 passing 𝐺, and meteorological data of 𝐺, we 
aim to infer 𝑔′. 𝑄, at periodic intervals, e.g., every 1 hour. 

3. FEATURE EXTRACTION 
3.1 Meteorological Features: Fm 
The concentration of air pollutants is influenced by meteorology. 
Accordingly, we identify five features: temperature, humidity, 
barometer pressure, wind speed, and weather (such as cloudy, 
foggy, rainy, sunny, and snowy). Figure 6 shows the correlation 
matrix between the AQI of PM10 and the first four features, using 
the data we collected from August to Dec. 2012 in Beijing, where 
each row/column denotes one feature and a plot means the AQI 
label of a location. Apparently, a high wind speed disperses the 
concentration of PM10, and high humidity usually causes a high 
concentration. A high pressure would result in a good AQI. The 
impact of temperature is not very clear, but, a good AQI is more 
likely when temperature is high and humidity is low, or when 
pressure is high and temperate is low. In short, these features are 
very discriminative in AQI inferences. 

 
Figure 6. Correlation matrix between Fw and PM10 

3.2 Traffic-Related Features: Ft 
It is widely believed that traffic flow is one of the major sources 
generating air pollutants that could damage air quality [9], though 
researchers are still exploring the specific correlation. Here, we 
identify the following three features for each grid. These features 
are calculated from the spatial trajectories of vehicles traversing 
the grid in the past hour:  
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applicable to all urban environments [9] (detailed in the related 
work section). The methodology based on crowd and participatory 
sensing (e.g., using sensor-equipped mobile phones) could work 
for a very few kinds of gas like CO2 but not applicable to aerosols 
and other pollutants, such as PM2.5, PM10, and NO2. The devices 
for detecting the latter pollutants are not easily portable and 
usually need a relatively long sensing period (e.g., 1~2hours) 
before generating an accurate AQI. 
Recently, big data reflecting city dynamics have become widely 
available [11][14], e.g., traffic flow, human mobility, and 
meteorology, enabling us to solve this challenging problem from a 
data perspective. According to existing studies [9], these data 
have a strong correlation with air qualities (detailed in Section 3). 
Using machine learning and data mining techniques, we build a 
network between air quality labels and features observed across 
multiple heterogeneous data sources. Figure 3 A) shows an 
example (Sept. 19, 2012 1pm in Beijing) of the results inferred by 
our method (U-Air), demonstrating the advantage beyond linear-
interpolation, as depicted in Figure 3 B). To verify the validity of 
our method, we first remove two stations (𝑆  and 𝑆 ) from Beijing 
(marked with two boxes) and predict the AQIs of the two with the 
rest of stations (denoted by gray points). The reports of the two 
stations are then employed as a ground truth (𝑆 =M, 𝑆 =G) to 
evaluate the prediction (refer to Table 1 for the semantic meanings 
of the colors and AQI descriptors). Clearly, our method well 
reflects the ground truth, while linear interpolation generated 
incorrect results (𝑆 = 𝑆 =U-S). The result also indicates another 
story. Besides providing accurate information of air quality, the 
research reported here can also suggest a location to setup a 
monitor station, where the inference of U-Air always differs from 
that of linear interpolation.  

 
Figure 3. Results of PM10 generated by different methods 

The challenges of our approach lie in three aspects. The first is to 
identify discriminative features from a variety of data sources. 
The second one is how to incorporate heterogeneous features into 
a data analytics model effectively. Equally treating these features 
does not work well. Third, the labeled data is insufficient though 
we have many observations represented by big data. While having 
many places to infer, only a few stations generate training data. 
The contribution of this paper lies in the following three aspects: 
z We propose a co-training-based semi-supervised learning 

approach, which leverages unlabeled data to improve the 
inference accuracy. Additionally, the approach consists of 
two classifiers respectively modeling the spatial and 
temporal factors that influence air qualities.  

z We identify spatially-related (such as POIs, road networks, 
and distance to an existing station) and temporally-related 
features (e.g., humidity, temperature, and traffic flow), 
contributing to not only our application but also the general 
problem of air quality inference. Moreover, instead of 
treating these features equally, we feed them into the 

corresponding classifier in the co-training framework, 
therefore, leading to a high inference accuracy. 

z We evaluated our approach using 5 data sources consisting 
of the POIs, road networks, meteorological data, and air 
quality records of Beijing and Shanghai, and the GPS 
trajectories generated by over 30,000 taxis in Beijing, 
justifying the advantages of our approach over 4 baselines. 

2. OVERVIEW 
2.1 Preliminary 
Definition 1: Air quality index. AQI is a number used by 
government agencies to communicate to the public how polluted 
the air is currently. As the AQI increases, an increasingly large 
percentage of the population is likely to experience increasingly 
severe adverse health effects. To compute the AQI requires an air 
pollutant concentration from a monitor or model. The function 
used to convert from air pollutant concentration to AQI varies by 
pollutants, and is different in different countries. Air quality index 
values are divided into ranges, and each range is assigned a 
descriptor and a color code. In this paper, we use the standard 
issued by United States Environmental Protection Agency, as 
shown in Table 1. The descriptor of each AQI level is regarded as 
the class to be inferred, i.e., 𝒞={G, M, U-S, U, V-U, H}, and the 
color is employed in the following visualization figures.  

Table 1 AQI values, descriptors, and color codes 
AQI Values Levels of Health Concern Colors 
0-50 Good (G) Green 
51-100 Moderate (M) Yellow 
101-150 Unhealthy for sensitive groups (U-S) Orange 
151-200 Unhealthy  (U) Red 
201-300 Very unhealthy (VU) Purple 
301-500 Hazardous   (H) Maroon 

Definition 2: Trajectory. A spatial trajectory 𝜏 is a sequence of 
time-ordered spatial points, 𝜏: 𝑝 → 𝑝 → ⋯ → 𝑝 , where each 
point has a geospatial coordinate set and a timestamp, 𝑝 = (𝑙, 𝑡). 
Definition 3: POI. A point of interest POI is a venue (like a 
school and shopping mall) in the physical world, having a name, 
address, coordinates, category, and other attributes.  
Definition 4: Road Network. A road network 𝑅𝑁 is comprised of 
a set of road segments {𝑟}  connected among each other in a 
format of graph. Each road segment 𝑟 is a directed edge having 
two terminal points, a list of intermediate points describing the 
segment, a length 𝑟. 𝑙𝑒𝑛, and a level 𝑟. 𝑙𝑒𝑣 denoting its capacity.  

 
Figure 4. Illustration of grid, affecting region, POI, and trajectory 

Definition 5: Grid and Affecting Region. We divide a city into 
disjointed grids (e.g., 1km×1km in the experiments) as illustrated 
in Figure 4 A), assuming the air quality in a grid 𝑔 is uniform 
(while different grids may have different results). Each 𝑔 has a 
geospatial coordinate 𝑔. 𝑙𝑜𝑐  and a set of AQI labels 𝑔. 𝑄 =
{𝑞 , 𝑞 , … , 𝑞 } to be inferred or already associated if having an air 
quality monitor station located. Here, 𝑘  denotes the type of 

A) U-Air B) Linear interpolation

S1

S2S2

S1

A) Grid and its neighbors B) Data from the affecting region C) POI density
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Framework 
Figure 2 presents the architecture of our system, which 
consists of three major layers: 1) data acquisition, 2) noise 
inference, and 3) service providing. We will detail the first 
two layers in the following sections respectively.  

 
Figure 2. The architecture of our method 

DATA ACQUISITION AND ANALYSIS 
This section introduces four data sources, and analyzes the 
correlation between them and NYC’s noises.   

311 Data about Noises 
311 is NYC’s governmental non-emergency service number, 
allowing people in the city to complain about everything that 
is not urgent by making a phone call, or texting, or using a 
mobile app. According to the 311 data recorded from May 
23, 2013 to Jan. 31, 2014 (168 weekdays and 68 weekends), 
67,378 complaints were about urban noise, which is ranked 
the third largest out of the 187 complaint categories. Table 1 
shows the 14 fine-grained noise categories and their 
proportions in the total number of noise complaints. Loud 
music/party is the largest. Figure 3 paints the 236-day 311 
complaints about noises on a digital map, where the height 
of a bar denotes the number of complaints in a location. For 
example, we can see that south Manhattan was suffering 
from Construction and Loud music/party. 

Table 1. Categories of noise and their proportion in 311 data  

Categories % Categories % 
𝑐 . Loud Music/Party 42.2 𝑐 . Alarms 1.7 
𝑐 . Construction 17.2 𝑐 . Private carting noise 0.8 
𝑐 . Loud Talking 14.6 𝑐 . Manufacturing 0.3 
𝑐 . Vehicle 13.7 𝑐 . Lawn care equipment 0.3 
𝑐 . AC/Ventilation 
equipment 

3.9 𝑐 . Horn Honking  0.2 
𝑐 .Banging/Pounding 2.1 𝑐 . Loud Television 0.1 
𝑐 . Jack Hammering 2.1 𝑐 . Others 0.8 

Figure 4 shows the number of 311 complaints in the top five 
noise categories changing over time of day, where the 
complaints of the 68 weekend days are aggregated into one 
day. As the number of weekdays (168) is more than weekend 
days, we randomly select 68 weekdays and aggregate the 
complaints of these days into one day, for a fair comparison 
with weekend days. It is interesting that more complaints 
were made at night than daytime. This indicates that people’s 
tolerance for noise is lower at night. Generally, weekends 
have much more noise complaints than workdays. This could 

be for two possible reasons. One is weekends could have 
more sources of noises than weekdays, such as football 
games and parties. The other is people have more time to 
complain during the weekends. Staying at home, their 
expectation for a quiet day is higher than a workday. 
Specifically, weekends have less complaints about air 
conditions/ventilation than weekdays. The reason is very 
intuitive. The air conditioning and ventilation systems of 
many buildings may be suspended during weekends.  

 

 
Figure 3. Complaints of noises in NYC (5/23/2013 to 1/13/2014) 

    
                   A) Weekdays                                 B) Weekends 

Figure 4. Number of complaints changing over time of day 
The data presented in Figure 3 and 4 well demonstrates the 
value of “human as a sensor” and “crowd sensing”, where 
each individual contributes their own information about the 
ambient noises; the individual information is then aggregated 
to diagnose the noise pollution throughout a city. The noise 
categories tagged by a complainer can help analyze the 
composition of noises in a location. We also find 311 noise 
complaints in a location have a correlation with its real noise 
level. Figure 5 studies the number of noise complaints and 
real noise levels (collected through a mobile phone) in 36 
locations, in daytime and nighttime respectively. [12] details 
how we collect real noise levels. First, given the same time 
span in a day, the more 311 calls are made in a location, the 
louder the real noise is in the location. We see the same trend 
in Figure 5 B) and C). If given sufficient 311 complaints of 
any location and at anytime, we can recover the noise 
situation throughout the city by doing some simple statistical 
analysis on the complaint data. On the other hand, there are 
some locations (marked by the red circles shown in Figure 5) 
having very few 311 complaints but still with considerable 
real noises. This is caused by the sparsity of 311 complaint 
data, i.e., having no complaint records does not mean no 
noise. To diagnose the noises throughout a city, we need to 
recover these missing locations. Second, the data of different 
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Framework 
Figure 2 presents the architecture of our system, which 
consists of three major layers: 1) data acquisition, 2) noise 
inference, and 3) service providing. We will detail the first 
two layers in the following sections respectively.  

 
Figure 2. The architecture of our method 

DATA ACQUISITION AND ANALYSIS 
This section introduces four data sources, and analyzes the 
correlation between them and NYC’s noises.   

311 Data about Noises 
311 is NYC’s governmental non-emergency service number, 
allowing people in the city to complain about everything that 
is not urgent by making a phone call, or texting, or using a 
mobile app. According to the 311 data recorded from May 
23, 2013 to Jan. 31, 2014 (168 weekdays and 68 weekends), 
67,378 complaints were about urban noise, which is ranked 
the third largest out of the 187 complaint categories. Table 1 
shows the 14 fine-grained noise categories and their 
proportions in the total number of noise complaints. Loud 
music/party is the largest. Figure 3 paints the 236-day 311 
complaints about noises on a digital map, where the height 
of a bar denotes the number of complaints in a location. For 
example, we can see that south Manhattan was suffering 
from Construction and Loud music/party. 

Table 1. Categories of noise and their proportion in 311 data  

Categories % Categories % 
𝑐 . Loud Music/Party 42.2 𝑐 . Alarms 1.7 
𝑐 . Construction 17.2 𝑐 . Private carting noise 0.8 
𝑐 . Loud Talking 14.6 𝑐 . Manufacturing 0.3 
𝑐 . Vehicle 13.7 𝑐 . Lawn care equipment 0.3 
𝑐 . AC/Ventilation 
equipment 

3.9 𝑐 . Horn Honking  0.2 
𝑐 .Banging/Pounding 2.1 𝑐 . Loud Television 0.1 
𝑐 . Jack Hammering 2.1 𝑐 . Others 0.8 

Figure 4 shows the number of 311 complaints in the top five 
noise categories changing over time of day, where the 
complaints of the 68 weekend days are aggregated into one 
day. As the number of weekdays (168) is more than weekend 
days, we randomly select 68 weekdays and aggregate the 
complaints of these days into one day, for a fair comparison 
with weekend days. It is interesting that more complaints 
were made at night than daytime. This indicates that people’s 
tolerance for noise is lower at night. Generally, weekends 
have much more noise complaints than workdays. This could 

be for two possible reasons. One is weekends could have 
more sources of noises than weekdays, such as football 
games and parties. The other is people have more time to 
complain during the weekends. Staying at home, their 
expectation for a quiet day is higher than a workday. 
Specifically, weekends have less complaints about air 
conditions/ventilation than weekdays. The reason is very 
intuitive. The air conditioning and ventilation systems of 
many buildings may be suspended during weekends.  

 

 
Figure 3. Complaints of noises in NYC (5/23/2013 to 1/13/2014) 

    
                   A) Weekdays                                 B) Weekends 

Figure 4. Number of complaints changing over time of day 
The data presented in Figure 3 and 4 well demonstrates the 
value of “human as a sensor” and “crowd sensing”, where 
each individual contributes their own information about the 
ambient noises; the individual information is then aggregated 
to diagnose the noise pollution throughout a city. The noise 
categories tagged by a complainer can help analyze the 
composition of noises in a location. We also find 311 noise 
complaints in a location have a correlation with its real noise 
level. Figure 5 studies the number of noise complaints and 
real noise levels (collected through a mobile phone) in 36 
locations, in daytime and nighttime respectively. [12] details 
how we collect real noise levels. First, given the same time 
span in a day, the more 311 calls are made in a location, the 
louder the real noise is in the location. We see the same trend 
in Figure 5 B) and C). If given sufficient 311 complaints of 
any location and at anytime, we can recover the noise 
situation throughout the city by doing some simple statistical 
analysis on the complaint data. On the other hand, there are 
some locations (marked by the red circles shown in Figure 5) 
having very few 311 complaints but still with considerable 
real noises. This is caused by the sparsity of 311 complaint 
data, i.e., having no complaint records does not mean no 
noise. To diagnose the noises throughout a city, we need to 
recover these missing locations. Second, the data of different 
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  Figure 13. The citywide traffic volume of Beijing           Figure 14. Citywide gas consumption                       Figure 15. Citywide NOx emission 

                 
Figure 16. Geo-distribution of Traffic Volume      Figure 17. Geo-distribution of energy consumption     Figure 18. Geo-distribution of NOx emission 

Beijing is running a traffic control policy based on the license ID 
of a car on workdays. As this policy does not apply to weekends 
and holidays, the number of people who travel by car is even 
bigger on a weekend. On public holidays, many people leave the 
city for vacation, therefore the emissions are not heavy. 
Combining Figure 14 and 15, we find that public holidays have 
more gas consumption but less emission than weekdays and 
weekends, i.e., the energy has been used in a cleaner way.  

Figure 16 visualizes the mean traffic volume (i.e., the average 
number of vehicles per minute) traversing every road segment in 
Beijing from 6am to 10pm on workdays. The road segments with 
relatively large volumes of traffic (marked red) are mainly located 
in the south (e.g., the southern segments of the fifth ring road) and 
some highways spreading towards rural areas. As the major 
business and entertainment areas are located in the northern and 
central part of Beijing, the average travel speed in these places are 
generally slower than the southern part. The slow speed reduces 
the traffic volume on corresponding road segments. The traffic 
volume on the northern segment of the fourth ring road is 
relatively larger than other road segments in the north part, which 
well matches our commonsense knowledge. Figure 17 presents 
the average energy consumption of vehicles on each road segment 
per hour, from 6am-10pm. As the total energy consumption 
depends on both travel speed and traffic volume, some road 
segments marked red in Figure 16 become green in Figure 17. 
Given this kind of visualization, urban planners and transportation 
authorities can identify the road segments that have wasted 
unnecessary energy (e.g., a road segment with small traffic 
volume while having a large energy consumption), therefore 
informing future urban planning. Figure 18 displays the total ܰ ௫ܱ 
emission on road segments per hour in the same time slot, where 
the ring roads and highways have more emissions. When the 
emission on some road segments exceeds a threshold, we can send 
alerts to people passing by or living around. The information can 
also guide drivers for finding the best route in terms of the energy 
consumption, air quality, and travel time. 

5. RELATED WORK 
5.1 Traffic Condition Modeling 
Traffic modeling on individual roads: Conventional methods use 
traffic monitoring cameras (usually combined with a speedometer) 
to observe speed and volume data where relevant instrumentation is 
installed. This kind of approach usually employs a Fundamental 
Diagram [1, 3] to learn a specific relation among travel speed, 
traffic density, and volume for a particular road, from a large 
amount of data collected by the camera and speedometer. As the 
number of vehicles traversing a road may not be perfectly detected 
by using automatic computer vision algorithms, in most cases, 
human effort is needed to count the vehicles so as to generate 
training data for the fundamental diagram. Consequently, this kind 
of methods is difficult to scale up to an entire city, let alone the 
limited coverage of traffic monitoring camera and speedometers. 
Later, in-road loop sensors are widely deployed to detect both travel 
speed and traffic volume. The rich data enables sophisticated 
modeling to simulate traffic status between the instrument [7, 13], 
or predict future traffic status [5], for a specific road where the 
device is installed. Unfortunately, the majority of these models do 
not incorporate the correlation between the traffic conditions of 
different road segments (especially those that are geospatially 
disconnected), when estimating the traffic on a road segment.  Some 
methods [5] model several connected road segments simultaneously 
with a Markov Model. However, applying these methods to the 
entire road network will result in a huge model that has very poor 
efficiency and big issues with training parameters. Additionally, the 
coverage of loop-sensor systems is also limited due to the high 
expense for device installation and maintenance. 
Traffic modeling on a road network: Recently, more traffic 
modeling systems have turned to using Floating Car Data [10, 15], 
which is generated by vehicles traveling around a city with a GPS 
sensor. The trajectories of these vehicles will be sent to a central 
system and matched onto the road network for deriving speed on 
road segments. However, due to the uneven distribution of the 
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aforementioned mapping, nor simply multiply a factor to the 
volume of sampled vehicles. 3) Real-time and citywide: To enable a 
valuable service, e.g., enabling air pollution alerts, it is better to 
have real-time information about traffic, gas consumption and 
emissions, with a city scale. This calls for a knowledge discovery 
ability that is both efficient (i.e., providing information on the entire 
city a few minutes after receiving the data) and effective (e.g., 
consider the traffic conditions not only on a road segment 
individually but also on a road network systematically).   

Given the aforementioned challenges, existing methods for 
estimating the traffic conditions on a single road do not work well. 
For instance, traffic detection solutions [5, 7, 13] using loop sensors 
on roads and surveillance cameras are difficult to scale up to cover 
an entire city. Some approaches, e.g., fundamental diagram [1, 3], 
need a lot of training data, or are not applicable to a complex road 
network [2]. Conventional models using floating car data to 
estimate traffic conditions do not tackle the data sparsity problem 
well, which cannot be simply solved by interpolation [18] or just 
using historical patterns [2] either (refer to the related work section 
for details). Our research makes three main contributions: 

x We infer the travel speed of a road segment throughout a 
city, using a model (titled TSE) based on a context-aware 
matrix factorization. TSE incorporates historical traffic 
patterns, the correlation between different times of day, and 
physical features of a road (such as the length), in a 
framework of collaborative filtering, to tackle the data 
sparsity problem.  

x We propose an unsupervised graphical model for traffic 
volume inference (titled TVI) on a road segment in a given 
time slot. TVI considers multiple factors, such as physical 
features of a road, travel speed, variance in speed, and 
weather conditions, in a Bayesian Network.  

x We evaluate the effectiveness and efficiency of our method 
with extensive experiments, using GPS trajectories generated 
by 32,670 taxis over a period of two months. Our method 
outperforms baselines significantly. We have share a sample 
of the experimental data at [20].  

The rest of the paper is organized as follows. Section 2 overviews 
our method. We detail the methodology in Section 3 and evaluate 
our approach in Section 4. After reviewing related work in 
Section 5, we conclude this paper in Section 6. 

2. OVERVIEW 
Definition 1: Trajectory. A spatial trajectory ܶݎ is a sequence of 
time-ordered spatial points, ܶݎǣ ଵ ՜ ଶ ՜ ڮ ՜  , where each 
point has a geospatial coordinate set ݈ and a timestamp  ,ݐ ൌ ሺ݈ǡ  .ሻݐ
Definition 2: POI. A point of interest POI is a venue (like a school 
and shopping mall) in the physical world, having a name, address, 
coordinates, category, and other attributes.  

Definition 3: Road Network. A road network ܴܰ is comprised of a 
set of road segments ሼݎሽ connected among each other in a graph 
format. Each road segment ݎ is a directed edge having two terminal 
points, a list of intermediate points describing the segment, a length 
Ǥݎ ݈݁݊, a level ݎǤ Ǥݎ a direction ,(e.g., a highway or a street) ݒ݈݁  ݎ݅݀
(e.g., one-way or bi-directional)  and the number of lanes ݎǤ ݊.  

Figure 2 presents the framework of our method, which is comprised 
of five major components: trajectory mapping, context extraction, 
travel speed estimation, traffic volume inference, and energy & 
emission calculations, which will be elaborated respectively in 

Section 3. We first map the GPS trajectories received in the current 
time slot onto a road network using a map-matching algorithm [6], 
and then calculate the travel speed on the road segments covered by 
trajectories. We also extract road features from map data, like Points 
of Interests (POI) and road networks, and traffic patterns from 
historical trajectories. The road features and traffic patterns are used 
as context to improve the accuracy of travel speed estimation, which 
computes the average travel speeds of road segments that are absent 
of trajectory data through a context-aware matrix-factorization 
approach. The road features and inferred travel speed as well as 
other features (like weather conditions) are then employed as 
observations in a graphical model to infer traffic volumes on a road 
segment. Finally, employing existing equations from environmental 
science, we calculate the gas consumption and emission on each 
road segment. 

 
Figure 2. Framework of our method 

3. METHODOLOGY 
3.1 Trajectory Mapping 
The trajectory mapping component receives GPS trajectories from 
vehicles and projects each trajectory onto a road network using a 
map-matching algorithm [6]. This component also calculates the 
average travel speed for road segments currently covered by the 
trajectory data received. As shown in Figure 3, three vehicles 
travel four road segments ݎଵ ଶݎ , ଷݎ ,  and ݎସ , generating three 
trajectories ܶݎଵ ଶݎܶ , , and ܶݎଷ . After map-matching, each point 
from a trajectory is mapped onto a road segment. Then, we can 
calculate the travel speed for each point based on Equation 1,   

ଵݒ               ൌ ଵǤሺݐݏ݅ܦ ݈ǡ ଶǤ ݈ሻ ȁଶǤ ݐ െ ଵǤ ȁΤݐ ,          (1) 

where ݐݏ݅ܦ  is a function calculating the road network distance 
between two points. Likewise, we can calculate the travel speed 
for other points and then compute the average and variance of 
travel speed of a road segment as Equation 2 and 3.  

ҧݒ                                 ൌ σ ݒ
 ݊Τ ;                              (2) 

                                ݀௩ ൌ σ ሺ௩ି௩തሻమ



 ,                          (3) 

 
Figure 3. Calculating the average travel speed of a road segment 
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ABSTRACT
Crime is one of the most important social problems in the country,
affecting public safety, children development, and adult socioeco-
nomic status. Understanding what factors cause higher crime is
critical for policy makers in their efforts to reduce crime and in-
crease citizens’ life quality. We tackle a fundamental problem in
our paper: crime rate inference at the neighborhood level. Tradi-
tional approaches have used demographics and geographical influ-
ences to estimate crime rates in a region. With the fast develop-
ment of positioning technology and prevalence of mobile devices,
a large amount of modern urban data have been collected and such
big data can provide new perspectives for understanding crime. In
this paper, we used large-scale Point-Of-Interest data and taxi flow
data in the city of Chicago, IL. We observed significantly improved
performance in crime rate inference compared to using traditional
features. Such an improvement is consistent over multiple years.
We also showed that these new features are significant in the fea-
ture importance analysis.

1. INTRODUCTION
Understanding how to control crime is important because expo-

sures to violence and crime have been unusually high in the U.S. for
several decades and, while declining, they remain high [6, 14].Over
half a million children and youth aged 10-24 years were treated in
2012 in emergency departments for nonfatal physical assault in-
juries related to gun shots, cuts and stabbings, among others [15].
Understanding the neighborhood context of crime is particularly
important because victimization and other forms of crime expo-
sures have many severe consequences. Beyond the high medical
bills and violent death, consequences include behavioral and men-
tal health problems, aggression, substance abuse, post-traumatic
stress disorder, and suicide, lower academic achievement, and en-
gaging in further violence [20].

In this paper, we study the problem of crime rate inference of
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classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full cita-
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ACM must be honored. Abstracting with credit is permitted. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires prior specific permission
and/or a fee. Request permissions from permissions@acm.org.
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Figure 1: An illustration of various types of features we used
in Chicago. The POI distribution across community areas re-
flects profiles of the region functionality. The taxi flow connects
nonadjacent regions and act as a “hyperlink”.

communities. We select Chicago as the target of study for the fol-
lowing reason. Chicago has more homicides and non-negligent
manslaughter rates (15.2) per 100,000 residents than New York
(4.0) and Los Angeles (6.5) according to the FBI crime statistics for
2013 and has experienced no decline in the past decade compared
to the other two large cities, which have been on a slow declining
slope [37].

Traditionally, researchers have used demographic information
(e.g., population poverty level, socioeconomic disadvantage, racial
composition of population) to estimate the crime rate in a commu-
nity [22]. However, such demographic information only contains
partial information about the neighborhoods and does not dynam-
ically reflect the changes in the community (demographic survey
is conducted by census bureau every 10 years). Using only demo-
graphic information will result in a relative error of at least 30% for
crime rate estimation in Chicago (refer to experiment section in the
paper). Existing studies also use the geographical influence [4] to
estimate the crime rate, i.e., the crime in the nearby communities
can be propagated to the focal community. But this geographical
influence is of little help in improving the crime inference on top
of demographic feature, with at most 0.4% relative improvement in
our experiments. This is probably because the nearby communities
also share similar demographics, which limits the additional benefit
of geographical influence.
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Figure 2: Crime rate of Chicago by community areas. The
community area #32 is Chicago downtown, which has the high-
est crime rate.

eas. In our problem, the community areas are well-defined and
stable geographical regions. The newly proposed POI feature and
taxi hyper link provide a unique perspective in profiling the crime
rate across community areas.

3. OVERVIEW
The crime dataset in Chicago has detailed information about the

time and location (i.e., latitude and longitude) of crime and the
types of crime. In our problem, when we use term crime count,
we often refer to crime count in a region (i.e., community area)
in a year. The community area is used as our geographical unit
of study, since it is well-defined, historically recognized and stable
over time [40]. In total, there are 77 community areas in Chicago.
Crime rate is the crime count normalized by the population in a
region. We use vector ~y = [y1, y2, . . . , yn] to denote the crime
rate in region i. The crime rate inference problem is to estimate the
crime rate in one region using the crime rate of other regions in the
same year by considering the features of regions and correlations
between regions.

The crime data of Chicago are obtained from City of Chicago
data portal [3]. Chicago is the city with most complete crime data
that are made public online. The crime dataset contains the inci-
dent date, location (strict name and GPS coordinates), and primary
type from year 2001 to 2015. In total there are 5, 856, 414 recorded
crime incidents over 15 years, which is an average 390, 417 crimes
incidents per year. We visualize the crime normalized by popula-
tion in Figure 2, from which we can see that the downtown area has
the highest crime rate.

In this paper we study the crime rate inference problem. More
specifically, we estimate the crime rate of some regions given the
information of all the other regions. Without loss of generality, we
assume there is one community area t with crime rate y

t

missing,
and we use the crime rate of all the other regions {y

i

}\y
t

to infer
this missing value. Our problem is mathematically formalized as
follows

ŷ

t

= f({y
i

}\y
t

, X), (1)

where X refers to observed extra information of all those commu-
nity areas.

We consider two types of features X for inference:

• Nodal feature. Nodal features describe the characteristics of
the focal region. Such features include demographic infor-
mation and Point-of-Interest (POI) distribution. Demograph-
ics are frequently used in literature, but POI is a newer type
of big data, which we find significantly improve the crime
inference accuracy.

• Edge feature: (1) Geographical influence. Geographical in-
fluence considers the crime rate of the nearby locations. This
feature has been extensively used in literature as well. To
estimate the focal region, the crime rate of nearby regions
are weighted according to spatial distances. (2) Hyperlink
by taxi flow. Locations are connected through the frequent
trips made by humans, which can be considered as the hy-
perlinks in space. This type of feature has never been studied
in literature. We propose to use taxi trips to construct the so-
cial flow. Our hypothesis is that similarity in the crime rate
of two regions should correlate with the social flow strength
between these two regions.

In the following sections, we first discuss the inference models
based on these three types of features in Section 4 and then dis-
cuss how to construct these features using the real-world data in
Section 5.

4. INFERENCE MODEL

4.1 Linear Regression
The most straightforward prediction is linear regression model.

This model assumes the error terms follow a Gaussian distribution
✏ ⇠ N (0,�2). As a result the parameter distribution also follows a
Gaussian distribution. This assumption makes the model less gen-
erative, since in real applications, there is no way to ensure the
dependent variable has a Gaussian error term.

Equation 2 gives the linear regression formulation of our prob-
lem.

~y = ~↵

T

~x+ �

f

W

f

~y + �

g

W

g

~y + ~✏, (2)

where ~x represents the nodal features including demographics and
POI distribution, W f is the flow matrix of taxi flow, and W

g is
the spatial matrix representing the geographical adjacency. On the
right-hand side, ✏ is the only stochastic variables, and all other
terms are fixed observation values. Therefore, we incorporate all
the fixed observations into one term X , and we get the standard
regression problem

E(y) = Xw + ✏.

In order to learn the regression parameter w, we can use a maxi-
mum likelihood estimator. Since ✏ = y�Xw, the joint probability
of error term is

P (✏|w) =
1p
2⇡�2

e

� (y�Xw)2

2�2
. (3)

Maximizing the joint probability gives us the optimal solution.

4.2 Negative Binomial Regression
In our problem, we aim to infer the crime rate, which is guar-

anteed to be non-negative, however the linear regression does not
ensure this property. The Poisson regression is another form of
regression, more appropriate for count data than linear regression
[17][25]. With shortened notation X , Poisson regression model has
the exponential function as link function

E(y) = e

Xw

. (4)
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(a) Total population
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(b) Poverty index
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(c) Disadvantage index
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(d) Ethnic diversity

Figure 3: (a)-(d) Demographics in Chicago by community areas. Darker colors indicate higher values.
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(a) Nightlife
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(b) Professional

Figure 4: Plot the POI ratio per neighborhood. The satura-
tion of color is proportional to the ratio value. The “profes-
sional” category distribution is more consistent with the crime
distribution, and therefore it is the most correlated with crime.
Meanwhile, the “nightlife” category is not positively correlated
with Chicago crime.

In Table 2 we show the Pearson correlation between POI cate-
gory and crime rate. The category “professional” is most signifi-
cantly correlated with the crime rate. Under the professional POI
category, there are some venues with a large population concen-
tration, such as transportation center, convention center, commu-
nity center, and coworking space. In those venues, the popula-
tion volume is high and residential stability is low, therefore the
professional POI counts positively correlates with crime rate. One
counter-intuitive observation is that “nightlife” category is not pos-
itively correlated with crime (�0.1553). This can be explained
through Figure 4(a). The majority of nightlife venues in Chicago
locate in northern area, while most crime incidents occur in down-
town area.

5.3 Edge: Geographical Influence
Together with the US census demographics data, we also col-

lected the boundary shape files of Chicago, which are used to cal-
culate the geographical influence feature.

Previous studies have also shown that the crime rate at one lo-
cation is highly correlated with nearby locations [19, 10]. Such
geographical influence is also frequently used in the literature [5,
27], which is calculated as:

~

F

g = W

g · ~Y , (8)

where W

g is the spatial weight matrix. If region i and j are not
geospatially adjacent, wg

ij

= 0; otherwise, wg

ij

/ distance(i, j)�1.
In Figure 5, we plot crime rate with respect to geographical influ-

ence calculated in Eq. 8. We observe an obvious positive correla-

Table 2: Pearson correlation between POI category and crime
rate (* indicates significant correlations with p-value less than
5%).

POI category Correlation p-value
Food -0.1543 0.1803

Residence -0.0610 0.5984
Travel -0.0017 0.9883

Arts & Entertainment -0.0049 0.9661
Outdoors & Recreation 0.0668 0.5637
College & Education -0.0078 0.9473

Nightlife -0.1553 0.1775
Professional 0.3221* 0.0043

Shops -0.1676 0.1450
Event 0.2196 0.0549

tion, which means if nearby neighborhoods have a high crime rate,
the focal neighborhood is more likely to have a high crime rate. We
also do observe a few outliers in Figure 5. These neighborhoods
show different crime rate in their nearby neighborhoods compared
to their own. For example, as we can also see in Figure 2, commu-
nity area #38 locates in an area where the the neighbors have high
crime rates but its crime rate is relatively low; in contrast, neigh-
borhood #32 has a high crime rate even though its neighbors have
relatively low crime. The community area #76 home of the O’Hare
International Airport is far from most of other community areas,
however its own crime rate is relative high.

5.4 Edge: Hyperlinks by Taxi Flow
In our Chicago taxi dataset, there are 1, 048, 576 taxi trips in

total during the October to December in 2013. For each trip the fol-
lowing information are available: pickup/dropoff time, pickup/dropoff
location, operation time, and total amount paid. We requested the
taxi trip records from Chicago taxi commission pursuant of the
Freedom of Information Law. Figure 6 shows a visualization of
the major flows at community level.

One of our hypothesis is that the social interaction among two
community areas propagates crime from one region to another. The
Chicago taxi data captures the social interactions among various
community areas. To calculate this first, we first map all taxi trips
to community areas to get the taxi flow w

ij

8i, j 2 {1, 2, · · ·n}.
Then the taxi flow lag is constructed by the product of social flow
and the crime rate of neighboring regions as follows

~

F

t = W

t · ~Y . (9)

disadvantage	index	
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