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REQUIREMENT FOR SUCCESSFUL APPLICATION OF 
(SUPERVISED) MACHINE LEARNING: GOOD DATA
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§ Are the features predictive of the class(es)? 
§ How noisy is the data? (attribute noise versus class noise)
§ Do you have enough (labeled) data?
§ Are the training samples representative? 



OVERVIEW

§ Application: Abstract screening for systematic review
§ ML: Choosing which instances to label

§ Application: Generating global landcover maps of the Earth
§ ML: Determining the “right” set of class labels

§ Application: Finding lesions in the MRI of TRE patients
§ ML: Learning with (very) noisy labels
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Underlying question of my research for 
the last 20 years:  
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Underlying question of my research for 
the last 20 years:  

If you have a human expert, how should 
you best use their time?



ACTIVE LEARNING IN 
THE REAL WORLD
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APPLICATION 1: 
CITATION SCREENING FOR SYSTEMATIC REVIEWS

§ Systematic review: an exhaustive assessment of all the published 
medical evidence regarding a precise clinical question

§ e.g., �Is aspirin better than leeches in inducing more than 
50% relief in patients with tension headaches?�

§ Must find all relevant studies



BIOMEDICAL CITATION SCREENING
joint work with Byron Wallace1, Kevin Small2, Thomas Trikalinos3

1 CCIS, Northeastern University 2 Amazon 3 Department of Public Health, Brown University

§ Active Learning for Biomedical Citation Screening, KDD 2010
§ Modeling Annotation Time to Reduce Workload in Systematic Reviews, IHI 2010
§ Who should Label What? Instance Allocation in Expert Active Learning, SDM 2011
§ The constrained weight-space SVM: Learning with Labeled Features, ICML 2011
§ Deploying an interactive machine learning system in an evidence-based practice 

center, ACM IHI 2012
§ Toward modernizing the systematic review pipeline: Efficient updating via data 

mining, Genetics in Medicine, 2012



TYPICAL WORKFLOW

26M PubMed

SEARCH

SCREEN

10,000 Potentially 
eligible

500 Relevant



CITATION SCREENING

Doctors read these. They’d 
rather be doing something 
else.



GENERATING TRAINING DATA FOR SUPERVISED 
LEARNING

Expert labels random subset 

Induce (train) a classifier C over 

Apply C to unlabeled examples -



A DETOUR INTO TEXT ENCODING

§ Classification algorithms operate on vectors 
§ Feature space: an n-dimensional representation

A ‘bag-of-words’ example:
S1= �Boston drivers are frequently aggressive�
S2= �The Boston Red Sox frequently hit line drives�



TEXT ENCODING: STOP WORDS

S1= �Boston drivers are frequently aggressive�
S2= �The Boston Red Sox frequently hit line drives�



TEXT ENCODING: LOWERCASING

S1= �boston drivers are frequently aggressive�
S2= �The boston red sox frequently hit line drives�



TEXT ENCODING: STEMMING

S1= �boston drive are frequent aggressive�
S2= �The boston red sox frequent hit line drive�



TEXT ENCODING: VOILA

hit red sox line boston frequent drive aggressive

S1 = 0 0 0 0 1 1 1 1
S2 = 1 1 1 1 1 1 1 0

A new sentence, S3, comes along:
“I hate the red sox.”
Which sentence is it most similar to?

S3 = 0 1 1 0 0 0 0 0
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SUPPORT VECTOR MACHINES:
THE NON-LINEARLY SEPARABLE CASE
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SUPERVISED LEARNING

Expert labels random subset 

Induce (train) a classifier C over 

Apply C to unlabeled examples -



SUPERVISED LEARNING

What if we are clever in what 
examples we label?

Induce (train) a classifier C over 

Apply C to unlabeled examples -



ACTIVE LEARNING

§ Key idea: have the expert label examples most likely to be helpful 
in inducing a classifier

§ Need fewer labels for good classification performance = less 
time/work/money

§ Need a scoring function !: # → expected value of labeling #
§ Most popular strategy: uncertainty sampling



UNCERTAINTY SAMPLING (W/ SVMS)
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Which examples should we label next?
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nearest the separating plane

UNCERTAINTY SAMPLING (W/ SVMS)
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WHY ‘OFF-THE-SHELF’ AL DOESN’T 
WORK FOR CITATION SCREENING

Recall Accuracy

Random

Active 
(uncertainty)

Imbalanced data; �relevant’ class is very small (~5%), but sensitivity 
to this class is paramount



WHY MIGHT UNCERTAINTY SAMPLING FAIL?

Hasty generalization: uncertainty sampling may miss clusters
§ Pre-clustering doesn’t help

§ unreliable in high-dimensions
§ small clusters of interest

Random sampling Uncertainty sampling



GUIDING AL WITH DOMAIN KNOWLEDGE

Labeled terms: terms or n-grams whose presence is indicative of 
class membership

tension headache, leeches, aspirin
migraine headache, mice

“Is aspirin better than leeches in inducing more than 50% relief in patients with 
tension headaches?”



CO-TESTING FRAMEWORK
(MUSLEA ET AL., 2000)

!

Model 1 Model 2

F1(!) F2(!)

If model 1 disagrees with model 2 about !, then ! is a good point to label



LABELED TERMS + CO-TESTING

Model 1: Standard BOW (linear kernel) SVM
Model 2: Ratio of #pos terms to #neg terms

Query strategy:
§ Find all documents about which the models disagree
§ Select for labeling items of maximum disagreement



COPD: 
GENETIC ASSOCIATIONS WITH COPD



MICRONUTRIENTS:
EFFECTS ON HEALTH



APPLYING ML TO CITATION SCREENING
ML RESEARCH CONTRIBUTIONS

§ Integrating human knowledge to help guide active learning
§ Understanding active learning under class imbalance

§ Additional research answered these questions:
§ What if the expert can provide ranked labeled features? [KDD  

2010]
§ How should AL approaches be evaluated in real-world projects? 

[KDD 2010]
§ How do we assign instances to be labeled if we have multiple 

experts? [SDM 2011]
§ How can labeled features be put into an SVM? [ICML 2011]



APPLYING ML TO CITATION SCREENING
APPLICATION IMPACT
• Thousands of evidence syntheses have been initiated in abstrackr: 

• ~1,000,000 screening decisions have been recorded by the system and local versions 
have been installed worldwide

• People use the ML part in different ways; being conservative, many just use it for 
prioritization rather than replacing humans 

• Evaluated by an external group: https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4472176/

• Rayyan, a commercial platform for such reviews, has integrated a learning strategy based on 
abstrackr. 

• Many universities in which meta-analyses are conducted point to abstrackr via their 
resources pages, including: UMich, UNC, Duke, Kent, UPenn, Virginia Tech (and more)

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4472176/
https://rayyan-prod.qcri.org/
http://guides.lib.umich.edu/c.php?g=283340&p=1887808
http://guides.lib.unc.edu/c.php?g=148913&p=979604
http://guides.mclibrary.duke.edu/c.php?g=158155&p=1035832
https://libguides.library.kent.edu/c.php?g=278394&p=1854611
https://guides.library.upenn.edu/c.php?g=475980&p=3255416
https://guides.lib.vt.edu/SystematicReviews/Tools


REDEFINING CLASS 
LABELS

Fall 2017
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APPLICATION 2:
GENERATING MAPS OF LAND COVER

IGBP                                                EM



COMBINING HUMAN CLASS DEFINITIONS WITH 
CLUSTERING

§ Time and effort went into labeling the data
§ We have domain knowledge: 

§ Classes that we suspect might be multi-model (e.g., agriculture)
§ Class distinctions that we suspect are not supported in the 

features (e.g., mixed forest and evergreen needle leaf forest)
§ Idea: class constrained clustering



CONSTRAINT BASED CLUSTERING: 
A BRIEF REVIEW
§ Constraints are typically given for instance pairs
§ Hard constraints for k-means [Wagstaff, et al 2001]:

§ Must link
§ Cannot link



EXAMPLE: K-MEANS 
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EXAMPLE: CONSTRAINED K-MEANS 
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CONSTRAINT BASED CLUSTERING: 
A BRIEF (AND INCOMPLETE) REVIEW
§ Constraints are typically given for instance pairs
§ Hard constraints for k-means [Wagstaff, et al 2001]:

§ Must link
§ Cannot link

§ Hard constraints with EM [Shental, et al, 2003]
§ Probabilistic must-link constraints [Law, et al 2004]: expert defines group 

membership of each instance for n groups
§ PPC: Probabilistic must and cannot link constraints, specified by group [Lu 

and Leen, 2007]
§ CPPC: Class-constrained PPC [Preston, et al 2010; Brodley, et al, under 

review]



REFINING CLASS STRUCTURE VIA CLASS-LEVEL 
CONSTRAINT-BASED CLUSTERING

joint work with Dan Preston1 Jingjing Liu2 Roni Khardon3 Mark Friedl4 Damien 
Sulla-Menashe4

1 Metro Mile 2 Google 3 Tufts University 4 Department of Geography, Boston University

• Redefining class definitions using constraint-based clustering: an application 
to remote sensing of the earth's surface, KDD 2010

• Discovering Better AAAI Keywords via Clustering with Community-Sourced 
Constraints, AAAI 2014

• Removing confounding factors via constraint-based clustering: An application 
to finding homogeneous groups of multiple sclerosis patients, AI and 
Medicine, 2015



CLASS-LEVEL CONSTRAINT-BASED CLUSTERING

§ Domain expert(s) specifies class-level constraints in an LxL
matrix, where L is the number of existing classes

§ Translate constraint matrix into pair-wise instance-level 
constraints

§ Apply constraint-based clustering



SPECIFYING THE CONSTRAINT MATRIX
C(A,B) =  1.0: merge classes A and B 
C(A,B) = -1.0: keep classes A and B separate
C(A,B) =  0.0: expert has no opinion

C(A,A) =  1.0: do not split class A
C(A,A) = -1.0: try to split up A
C(A,A) =  0.0: ignore the labels



EXPERT’S CLASS CONFUSIONS

Class 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15
1 evergreen needleleaf forests 1.00 -0.60 -0.80 0.80 0.00 -0.80 0.60 0.00 -0.80 0.00 -0.80 -0.40 -0.80 -1.00 -0.60
2 evergreen broadleaf forests -0.60 1.00 -0.60 -0.60 0.00 -0.80 0.60 0.00 -0.80 0.00 -0.60 0.00 -1.00 -1.00 -0.80
3 deciduous broadleaf forests -0.80 -0.60 1.00 0.80 0.00 -0.80 0.60 0.00 -0.80 0.00 -0.60 0.00 -0.80 -1.00 -0.80
4 mixed forests 0.80 -0.60 0.80 1.00 0.00 -0.80 0.60 0.00 -0.80 0.00 -0.60 0.00 -0.80 -1.00 -0.80
5 closed shrublands 0.00 0.00 0.00 0.00 1.00 0.00 -0.40 -0.40 -0.40 -0.60 -0.60 0.00 -0.80 -0.80 -0.80
6 open shrublands -0.80 -0.80 -0.80 -0.80 0.00 1.00 -0.20 -0.40 0.40 -0.60 -0.40 0.00 -0.60 0.20 -1.00
7 woody savannas 0.60 0.60 0.60 0.60 -0.40 -0.20 1.00 0.80 0.00 -0.60 -0.40 0.00 -0.80 -0.80 -1.00
8 savannas 0.00 0.00 0.00 0.00 -0.40 -0.40 0.80 1.00 0.60 -0.60 -0.40 0.00 -0.80 -0.80 -1.00
9 grasslands -0.80 -0.80 -0.80 -0.80 -0.40 0.40 0.00 0.60 1.00 -0.60 0.40 0.40 -0.80 -0.20 -1.00
10 permanent wetlands 0.00 0.00 0.00 0.00 -0.60 -0.60 -0.60 -0.60 -0.60 1.00 0.00 0.00 -1.00 -1.00 0.60
11 croplands -0.80 -0.60 -0.60 -0.60 -0.60 -0.40 -0.40 -0.40 0.40 0.00 1.00 0.80 -0.80 -0.80 -1.00
12 urban and built-up lands -0.40 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.40 0.00 0.80 1.00 -0.80 -0.80 -1.00
13 natural vegetation mosaics -0.80 -1.00 -0.80 -0.80 -0.80 -0.60 -0.80 -0.80 -0.80 -1.00 -0.80 -0.80 1.00 -0.40 -1.00
14 barren -1.00 -1.00 -1.00 -1.00 -0.80 0.20 -0.80 -0.80 -0.20 -1.00 -0.80 -0.80 -0.40 1.00 -0.80
15 water bodies -0.60 -0.80 -0.80 -0.80 -0.80 -1.00 -1.00 -1.00 -1.00 0.60 -1.00 -1.00 -1.00 -0.80 1.00



CLASS-LEVEL PPC (CPPC)
PRESTON, BRODLEY, KHARDON, ET AL. 2010 KDD

§ The human expert specifies constraints in an LxL symmetric matrix C
§ For each pair of instances, we generate a constraint:

§ E-step: 

§ Reduced time complexity of PPC’s E-step from O(kN2) to O(KNL) by taking 
advantage of group-level constraints

( ) ( ) ( ) ÷÷
ø

ö
çç
è

æ
Q=Q== å
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DETERMINING MODEL COMPLEXITY
§ Bayesian Information Criterion

§ Consists of a model fit term and a complexity penalty term
§ Constrained BIC (cBIC) [Preston et al. 2010] 

§ Computes a penalty term to evaluate the fit of constraint for every pair of 
class labels

§ Treats each class equally
§ Pseudo constrained BIC (pcBIC) [Liu, 2014]

§ Penalizes for the fit of constraints for every pair of instances
§ Treats each instance equally



DETERMINING MODEL COMPLEXITY
§ Bayesian Information Criterion: 

§ Fit + Complexity Penalty

§ Constrained BIC (cBIC):
§ Fit + Constraint Penalty + Complexity Penalty



EVALUATION

§ Simulated experiments on UCI datasets

§ Blind comparison of EM to CPPC by domain 
experts on the motivating domain



EVALUATION

§ Simulated experiments on UCI datasets

§ Blind comparison of EM to CPPC by domain 
experts on the motivating domain

boring



DOMAIN RESULTS:
MERGING CLASSES IN NE

IGBP                     Constrained Clustering                     EM



DOMAIN RESULTS:
SPLITTING CLASSES IN THE DAKOTAS

IGBP                     Constrained Clustering                     EM



DOMAIN RESULTS:
RETAINING CLASS DISTINCTIONS IN CALIFORNIA

IGBP                     Constrained Clustering                     EM



CLASS-LEVEL CONSTRAINED CLUSTERING
ML RESEARCH CONTRIBUTIONS
§ Developed a semi-supervised method for rethinking class definitions
§ CPPC reduces time complexity of PPC from quadratic to linear: O(NL) 
§ Developed two new model selection criteria that balance fit, complexity and 

constraint adherence

§ Other research (in journal article):
§ Extending CPPC/PPC for multiple sets of constraints
§ Integration of class-level constraints with feature-level constraints



CLASS-LEVEL CONSTRAINED CLUSTERING
APPLICATION IMPACT

§ Guiding the next generation of land cover maps
§ Fielded at AAAI 2014 to define paper keywords, results 

used at AAAI 2015
§ Used to define subclasses of Multiple Sclerosis patients to 

study genetic markers of progression



SUPERVISED 
LEARNING WITH 
(VERY) NOISY LABELS
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APPLICATION 3: 
DETECTING CORTICAL LESIONS IN TRE PATIENTS

§ 50 million affected by epilepsy worldwide

§ One-third remain refractory to pharmacotherapy

§ Uncontrolled seizures
§ Have devastating effects on the brain
§ Lower quality of life (loss of wages, unemployment)



TREATMENT-RESISTANT EPILEPSY (TRE)

§ Most common causes:
§ Temporal lobe epilepsy
§ Focal cortical dysplasia (FCD)

§ Accounts for TRE in 50% of pediatric patients and 25% of adult patients
(Kuzniecky & Barkovich, 2001; Lerner et al., 2009)

§ Resective surgery is the most effective treatment to stop 
seizures for TRE patients



SURGICAL RESECTION FOR FCD

65
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SURGICAL RESECTION FOR FCD

66

Lesion 
Identification & 

Tracing
Inter-Cranial 

EEG Analysis
Resective
Surgery

Visual MRI 
Exam

• Two visual MRI exam outcomes for FCD:
• MRI appears normal (MRI-Negative)
• One or more visually detected lesions (MRI-Positive)



THE PROBLEM

§ Only 20-30% of FCD lesions are detected in visual inspection 
of MRI by expert neuroradiologists
§ FCD lesions can be subtle and very small

§ Detection is highly dependent on reviewer training 

§ Lots of information to process
§NYU MRI epilepsy protocol at 3T includes 10 sequences with 

739 images

67



ROLE OF MRI IN FCD DETECTION

§ Best predictor for successful outcome is pre-surgical detection on 
the MRI
§ MRI-detected lesion increases seizure-free outcome to 66%
§ With NO visually detected lesion on MRI, success rate drops to 

29% (Bell et al., 2009)

• As a viable option to become seizure free, resective surgery 
remains highly underutilized

68



HIERARCHICAL CONDITIONAL RANDOM FIELDS FOR OUTLIER 
DETECTION: AN APPLICATION TO DETECTING EPILEPTOGENIC 
CORTICAL MALFORMATIONS 
Joint work with Bilal Ahmed1, Thomas Thesen, Karen Blackmon, Orrin Devinsky, Ruben Kuziecky 2

1 Metro Mile 2 Comprehensive Epilepsy Center, Department of Neurology, School of Medicine, New York

• Finding The Occult: Surface-based Morphometry And Machine Learning Aids In The Detection Of 
“mri-negative” Focal Cortical Dysplasia, Epilepsia 2014; 

• Hierarchical conditional random fields for outlier detection: an application to detecting 
epileptogenic cortical malformations, ICML 2014

• Cortical feature analysis and machine learning improves detection of “MRI-negative” focal 
cortical dysplasia, Epilepsy and Behavior, 2015

• Decrypting cryptogenic epilepsy: semi-supervised hierarchical conditional random fields for 
detecting cortical lesions in MRI-negative patients, JMLR 2016

• Non-parametric Approach to Detect Epileptogenic Lesions via Restricted Boltzmann Machines, 
KDD 2016

• Multi-task Learning with Weak Class Labels: Leveraging iEEG to Detect Cortical Lesions in 
Cryptogenic Epilepsy, MLHC 2016



SURFACE BASED MORPHOMETRY
§ Apply SBM to extract a 2d model of the 

cortex from volumetric MRI scans

§ Measure morphological features to 
characterize FCD:
§ Cortical thickness
§ Gray-white blurring (GWC), etc.

§ Register to a common surface: 
§ Facilitates accurate point-wise 

comparisons across brains

Structural MRI

Surface Models

70



SURFACE MODEL
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SURFACE BASED SPHERICAL REGISTRATION



CHALLENGES OF LESION DETECTION

§ FCD lesions have variable size

§ Variable location on the cortex

73



MACHINE LEARNING TASK
§ Input Data

§ Cortical surfaces of FCD patients and normal controls
§ Lesion tracings by neuroradiologists for MRI-positives
§ Resected Tissue (MRI-Negatives): histopathologically verified

§ Generous margins to ensure complete lesion removal à exact location 
of the actual lesion in the resection is unknown

§ Labels
§ Resection zones for MRI-negatives
§ Lesion tracings by neuroradiologists for MRI-positives

§ False positives in training data
§ False negatives in training data from untreated epilepsy, trauma, etc.

74



DETECTING FCD LESIONS
§ We cast the problem of detecting FCD lesions in an image 

segmentation/object detection framework:

§ Isolate regions of different sizes by segmenting the cortex at multiple scales

§ Classify each isolated region as being part of the background (normal) or 
foreground (lesional)

§ Fuse the evidence gathered at multiple scales

§ Isolate the object of interest (lesion)
75



HIERARCHICAL CONDITIONAL RANDOM FIELDS
§ Segment the image at multiple scales
§ Classify the segments individually to obtain 
§ Overlap between segments at adjacent scales causes 

dependency between their labels modeled as
§ Scale hierarchy modeled as tree-structured 

conditional random field
§ Run inference to obtain the posterior label 

probabilities for all segments
§ Threshold the probabilities at the finest scale 

(leaves) to segment the image

φ(.)

ψ(.)

76



WHY CAN’T WE USE AN OFF-THE-SHELF HCRF?
§ Problem: 

§ We cannot use the expert-marked lesions or the resection zone due to label 
noise

§ Solution:
§ We discard pixel-level labels and use only image-level labels

§ We cast the problem in the outlier detection framework by redefining the 
lesion as: a cortical region which is an outlier when compared to the same 
region across a population of normal controls

77



HCRFS FOR DETECTING FCD LESIONS
§ A single hemisphere contains ~ .15 million vertices
§ Instead of the entire cortex we use smaller regions (parcellations) based on a 

standard neuro-anatomical atlas
§ Isolate and flatten each parcellation to a 2-d image which is then segmented

• Parcellation images represented by 
any morphological feature

• Quickshift was used to segment 
image at different scales

78



HCRF CONSTRUCTION
§ Let        be a patch at scale k+1

§ Its parent patch      lies at the immediately coarser scale k, with which it has 
maximal overlap

§ Index of the parent patch is defined as

§ Each parcellation image is modeled as a forest
§ Root of each tree at the coarsest scale
§ Leaves at the finest scale

I p
k+1

Iq
k

79



HCRF CONSTRUCTION
§ HCRF models the joint conditional probability of all patch labels                               

in the tree based on the feature values

where,        represents the parent patch and       is the partition function.

§ Node Potential        : Local evidence for     based on 

§Edge Potential        : Models the dependency between patch labels at adjacent 
scales

yi = {y1, y2,....., yn}
x

π (.) Z(.)

φ(.) yi x

ψ(.)
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NODE POTENTIAL
§ Models the abnormality of an individual image patch
§ Set using local outlier probabilities (LoOP) [Kriegel 2009]

§ Standardized version of local outlier factor (LOF), which produces scores in [0,1]

….
Controls

Patient

Principal components learned from control data

φ(yi =1, x,θ ) = LoOP(x)

81



EDGE POTENTIAL
§ Represents dependency between parent image patch at scale t and the child 

patch at scale t+1

§ Set based on the visual similarity between parent and child
§ Chi-squared distance between normalized histograms of scale invariant 

feature transform (SIFT) features

§ Adjacent patches that are visually similar are more strongly coupled than 
ones that are less visually similar

82



§ The edge potential is calculated as:

where      is a free parameter and 

is the normalized histogram of SIFT features for the ith patch, and            is the 
chi-squared distance.

EDGE POTENTIAL

γ ηij = e
−χ 2 (xi ,x j )

xi χ 2 (.,.)



LESION DETECTION
§ For each subject:

§ Calculate posterior probabilities at each node of the HCRF for all 
parcellations using belief propagation

§ Final detection calculated by thresholding the posterior at the leaves 
[Reynold 2007, Plath 2009]

§ Adaptive Thresholding:
§ FCD lesions manifest differently across patients
§ Cortical thickness varies based on age and gender

§ Define correct detection as: lesion found in one of the top ranked clusters



EVALUATION DATA
§ Patients

§ 10 MRI-Positive, 20 MRI-Negative 
§ MRI-Negatives histopathologically verified and seizure-free

§ Controls: 115 healthy controls (60 Females)

§ Surfaces reconstructed and registered using Freesurfer

§ Parameter Selection:  Validation set: 2 MRI-positive and 2 MRI-
negative

85



PERFORMANCE EVALUATION
§ Detection Rate: 

§ A detection is when one or more of the “n” top ranked clusters 
overlap with the lesion/resection

§ Recall : 
§ Ratio of the surface area detected in the resection to the surface 

area of the resection

§ Precision:
§ Ratio of the surface area detected in the resection to the total 

surface area labeled abnormal
86



PERFORMANCE EVALUATION
§ Baseline: 

§ Vertex based uni-variate method
§ Calculates a z-score at each vertex using 

control data
§ z-scores are thresholded to obtain detections
§ In use at NYU when we started our research

87



§ Tested on twenty MRI-negative 
patients with successful surgery

§ Detection rate for MRI-negative 
patients:75%  (Base-line < 50%)

RESULTS



APPLYING ML TO FIND LESIONS IN TRE PATIENTS
ML RESEARCH CONTRIBUTIONS
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§ Semi-supervised HCRF object detection
§ Caveat: images should be able to be registered such that there is a one-to-

one correspondence 

§ Recasting the problem as outlier detection when class noise is not 
symmetric

§ Application to the detection of FCD lesions:
§ Higher detection rate (70-75%) for MRI-negatives as compared to human 

expert (0%)



APPLYING ML TO FIND LESIONS IN TRE PATIENTS
APPLICATION IMPACT
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§ Fielded at NYC Medical center:

§ HCRF based detection results have been included in 
group meetings for the last six months



MY LAST WORDS…
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There are many, many different learning algorithms, 
but the key to success is in having ”good” training 
data, 

and involving human experts



NORTHEASTERN IS HIRING……..
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https://www.ccis.northeastern.edu/open-positions/


