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Label it!



Label it! AI model says: 

ostrich



How about this one?



Surprisingly, AI model says:

shoe shop



What is wrong with this AI model?
- This model is one of the BEST image classifier using neural networks

EAD: Elastic-Net Attacks to Deep Neural Networks via Adversarial Examples, P.-Y. Chen*, Y. Sharma*, H. Zhang, J. Yi, and C-.J. Hsieh, AAAI 2018



Adversarial examples: the evil doublegangers

source: Google Images



Why do adversarial examples matter?

- Adversarial attacks on an AI model deployed at test time (aka evasion attacks)



Adversarial examples in different domains
• Images
• Videos
• Texts 
• Speech/Audio
• Data analysis
• Electronic health 

records 
• Malware
• Online social network
• and many others

AI 
model



Adversarial examples in image captioning

Show and Tell: Lessons Learned from the 2015 MSCOCO Image Captioning Challenge, Oriol Vinyals, AlexanderToshev, Samy Bengio, and Dumitru Erhan, T-PAMI 2017
Attacking Visual Language Grounding with Adversarial Examples: A Case Study on Neural Image Captioning, Hongge Chen*, Huan Zhang*, Pin-Yu Chen, Jinfeng Yi, and Cho-Jui Hsieh, ACL 2018

AI model
Input: image Output: caption



Adversarial examples in speech recognition

Audio Adversarial Examples: Targeted Attacks on Speech-to-Text, Nicholas Carlini and David Wagner, Deep Learning and Security Workshop 2018

AI model

without the dataset the 
article is useless

What did your 
hear?



Adversarial examples in speech recognition

Audio Adversarial Examples: Targeted Attacks on Speech-to-Text, Nicholas Carlini and David Wagner, Deep Learning and Security Workshop 2018

AI model

without the dataset the 
article is useless

What did 
your hear?

okay google browse to evil.com



Data Model Analysis

Adversarial examples in data regression

Is Ordered Weighted $\ell_1$ Regularized Regression Robust to Adversarial Perturbation? A Case Study on OSCAR, Pin-Yu Chen*, Bhanukiran Vinzamuri*, and Sijia Liu, GlobalSIP 2018

Factor identification



Adversarial examples in physical world
• 3D-printed adversarial turtle• Real-time traffic sign detector

(a) (b) (c) (d)

Figure 4: Examples of successful impersonation and dodging attacks. Fig. (a) shows SA (top) and SB (bottom) dodging
against DNNB . Fig. (b)–(d) show impersonations. Impersonators carrying out the attack are shown in the top row and
corresponding impersonation targets in the bottom row. Fig. (b) shows SA impersonating Milla Jovovich (by Georges Biard
/ CC BY-SA / cropped from https://goo.gl/GlsWlC); (c) SB impersonating SC ; and (d) SC impersonating Carson Daly (by
Anthony Quintano / CC BY / cropped from https://goo.gl/VfnDct).

Figure 5: The eyeglass frames used by SC for dodging recog-
nition against DNNB .

postors) never occurs, while true acceptance remains high.
Following a similar procedure, we found that a threshold of
0.90 achieved a reasonable tradeo↵ between security and us-
ability for DNNC ; the true acceptance rate became 92.01%
and the false acceptance rate became 4e�3. Attempting
to decrease the false acceptance rate to 0 reduced the true
acceptance rate to 41.42%, making the FRS unusable.

Using thresholds changes the definition of successful im-
personation: to successfully impersonate the target t, the
probability assigned to ct must exceed the threshold. Eval-
uating the previous impersonation attempts under this def-
inition, we found that success rates generally decreased but
remained high enough for the impersonations to be consid-
ered a real threat (see Table 2). For example, SB ’s success
rate when attempting to fool DNNB and impersonate SC

decreased from 88.00% without threshold to 75.00% when
using a threshold.

Time Complexity The DNNs we use in this work are
large, e.g., the number of connections in DNNB , the small-
est DNN, is about 3.86e8. Thus, the main overhead when
solving the optimization problem via GD is computing the
derivatives of the DNNs with respect to the input images.
For NI images used in the optimizations and NC connec-
tions in the DNN, the time complexity of each GD iteration
is O(NI ⇤NC). In practice, when using about 30 images, one
iteration of GD on a MacBook Pro (equipped with 16GB of
memory and a 2.2GHz Intel i7 CPU) takes about 52.72 sec-
onds. Hence, running the optimization up to 300 iterations
may take about 4.39 hours.

6. EXTENSION TO BLACK-BOX MODELS
So far we have examined attacks where the adversary has

access to the model she is trying to deceive. In general,
previous work on fooling ML systems has assumed knowl-
edge of the architecture of the system (see Sec. 2). In this
section we demonstrate how similar attacks can be applied
in a black-box scenario. In such a scenario, the adversary
would typically have access only to an oracle O which out-
puts a result for a given input and allows a limited number of
queries. The threat model we consider here is one in which
the adversary has access only to the oracle.
We next briefly describe a commercial FRS that we use in

our experiments (Sec. 6.1), and then describe and evaluate
preliminary attempts to carry out impersonation attacks in
a black-box setting (Sec. 6.2–6.3).

6.1 Face++: A Commercial FRS
Face++ is a cross-platform commercial state-of-the-art

FRS that is widely used by applications for facial recog-
nition, detection, tracking, and analysis [46]. It has been
shown to achieve accuracy over 97.3% on LFW [8]. Face++
allows users to upload training images and labels and trains
an FRS that can be queried by applications. Given an im-
age, the output from Face++ is the top three most proba-
ble classes of the image along with their confidence scores.
Face++ is marketed as“face recognition in the cloud.” Users
have no access to the internals of the training process and
the model used, nor even to a precise explanation of the
meaning of the confidence scores. Face++ is rate-limited to
50,000 free queries per month per user.
To train the Face++ model, we used the same training

data used for DNNB in Sec. 4.1 to create a 10-class FRS.

6.2 Impersonation Attacks on Face++
The goal of our black-box attack is for an adversary to

alter an image to which she has access so that it is mis-
classified. We attempted dodging attacks with randomly
colored glasses and found that it worked immediately for
several images. Therefore, in this section we focus on the
problem of impersonation from a given source to a target .
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postors) never occurs, while true acceptance remains high.
Following a similar procedure, we found that a threshold of
0.90 achieved a reasonable tradeo↵ between security and us-
ability for DNNC ; the true acceptance rate became 92.01%
and the false acceptance rate became 4e�3. Attempting
to decrease the false acceptance rate to 0 reduced the true
acceptance rate to 41.42%, making the FRS unusable.

Using thresholds changes the definition of successful im-
personation: to successfully impersonate the target t, the
probability assigned to ct must exceed the threshold. Eval-
uating the previous impersonation attempts under this def-
inition, we found that success rates generally decreased but
remained high enough for the impersonations to be consid-
ered a real threat (see Table 2). For example, SB ’s success
rate when attempting to fool DNNB and impersonate SC

decreased from 88.00% without threshold to 75.00% when
using a threshold.

Time Complexity The DNNs we use in this work are
large, e.g., the number of connections in DNNB , the small-
est DNN, is about 3.86e8. Thus, the main overhead when
solving the optimization problem via GD is computing the
derivatives of the DNNs with respect to the input images.
For NI images used in the optimizations and NC connec-
tions in the DNN, the time complexity of each GD iteration
is O(NI ⇤NC). In practice, when using about 30 images, one
iteration of GD on a MacBook Pro (equipped with 16GB of
memory and a 2.2GHz Intel i7 CPU) takes about 52.72 sec-
onds. Hence, running the optimization up to 300 iterations
may take about 4.39 hours.

6. EXTENSION TO BLACK-BOX MODELS
So far we have examined attacks where the adversary has

access to the model she is trying to deceive. In general,
previous work on fooling ML systems has assumed knowl-
edge of the architecture of the system (see Sec. 2). In this
section we demonstrate how similar attacks can be applied
in a black-box scenario. In such a scenario, the adversary
would typically have access only to an oracle O which out-
puts a result for a given input and allows a limited number of
queries. The threat model we consider here is one in which
the adversary has access only to the oracle.
We next briefly describe a commercial FRS that we use in

our experiments (Sec. 6.1), and then describe and evaluate
preliminary attempts to carry out impersonation attacks in
a black-box setting (Sec. 6.2–6.3).

6.1 Face++: A Commercial FRS
Face++ is a cross-platform commercial state-of-the-art

FRS that is widely used by applications for facial recog-
nition, detection, tracking, and analysis [46]. It has been
shown to achieve accuracy over 97.3% on LFW [8]. Face++
allows users to upload training images and labels and trains
an FRS that can be queried by applications. Given an im-
age, the output from Face++ is the top three most proba-
ble classes of the image along with their confidence scores.
Face++ is marketed as“face recognition in the cloud.” Users
have no access to the internals of the training process and
the model used, nor even to a precise explanation of the
meaning of the confidence scores. Face++ is rate-limited to
50,000 free queries per month per user.
To train the Face++ model, we used the same training

data used for DNNB in Sec. 4.1 to create a 10-class FRS.

6.2 Impersonation Attacks on Face++
The goal of our black-box attack is for an adversary to

alter an image to which she has access so that it is mis-
classified. We attempted dodging attacks with randomly
colored glasses and found that it worked immediately for
several images. Therefore, in this section we focus on the
problem of impersonation from a given source to a target .

• Adversarial eye glasses



Adversarial examples in physical world (1)
• Real-time traffic sign detector



Adversarial examples in physical world (2)

• 3D-printed adversarial turtle



Adversarial examples in physical world (3)
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postors) never occurs, while true acceptance remains high.
Following a similar procedure, we found that a threshold of
0.90 achieved a reasonable tradeo↵ between security and us-
ability for DNNC ; the true acceptance rate became 92.01%
and the false acceptance rate became 4e�3. Attempting
to decrease the false acceptance rate to 0 reduced the true
acceptance rate to 41.42%, making the FRS unusable.

Using thresholds changes the definition of successful im-
personation: to successfully impersonate the target t, the
probability assigned to ct must exceed the threshold. Eval-
uating the previous impersonation attempts under this def-
inition, we found that success rates generally decreased but
remained high enough for the impersonations to be consid-
ered a real threat (see Table 2). For example, SB ’s success
rate when attempting to fool DNNB and impersonate SC

decreased from 88.00% without threshold to 75.00% when
using a threshold.

Time Complexity The DNNs we use in this work are
large, e.g., the number of connections in DNNB , the small-
est DNN, is about 3.86e8. Thus, the main overhead when
solving the optimization problem via GD is computing the
derivatives of the DNNs with respect to the input images.
For NI images used in the optimizations and NC connec-
tions in the DNN, the time complexity of each GD iteration
is O(NI ⇤NC). In practice, when using about 30 images, one
iteration of GD on a MacBook Pro (equipped with 16GB of
memory and a 2.2GHz Intel i7 CPU) takes about 52.72 sec-
onds. Hence, running the optimization up to 300 iterations
may take about 4.39 hours.

6. EXTENSION TO BLACK-BOX MODELS
So far we have examined attacks where the adversary has

access to the model she is trying to deceive. In general,
previous work on fooling ML systems has assumed knowl-
edge of the architecture of the system (see Sec. 2). In this
section we demonstrate how similar attacks can be applied
in a black-box scenario. In such a scenario, the adversary
would typically have access only to an oracle O which out-
puts a result for a given input and allows a limited number of
queries. The threat model we consider here is one in which
the adversary has access only to the oracle.
We next briefly describe a commercial FRS that we use in

our experiments (Sec. 6.1), and then describe and evaluate
preliminary attempts to carry out impersonation attacks in
a black-box setting (Sec. 6.2–6.3).

6.1 Face++: A Commercial FRS
Face++ is a cross-platform commercial state-of-the-art

FRS that is widely used by applications for facial recog-
nition, detection, tracking, and analysis [46]. It has been
shown to achieve accuracy over 97.3% on LFW [8]. Face++
allows users to upload training images and labels and trains
an FRS that can be queried by applications. Given an im-
age, the output from Face++ is the top three most proba-
ble classes of the image along with their confidence scores.
Face++ is marketed as“face recognition in the cloud.” Users
have no access to the internals of the training process and
the model used, nor even to a precise explanation of the
meaning of the confidence scores. Face++ is rate-limited to
50,000 free queries per month per user.
To train the Face++ model, we used the same training

data used for DNNB in Sec. 4.1 to create a 10-class FRS.

6.2 Impersonation Attacks on Face++
The goal of our black-box attack is for an adversary to

alter an image to which she has access so that it is mis-
classified. We attempted dodging attacks with randomly
colored glasses and found that it worked immediately for
several images. Therefore, in this section we focus on the
problem of impersonation from a given source to a target .
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postors) never occurs, while true acceptance remains high.
Following a similar procedure, we found that a threshold of
0.90 achieved a reasonable tradeo↵ between security and us-
ability for DNNC ; the true acceptance rate became 92.01%
and the false acceptance rate became 4e�3. Attempting
to decrease the false acceptance rate to 0 reduced the true
acceptance rate to 41.42%, making the FRS unusable.

Using thresholds changes the definition of successful im-
personation: to successfully impersonate the target t, the
probability assigned to ct must exceed the threshold. Eval-
uating the previous impersonation attempts under this def-
inition, we found that success rates generally decreased but
remained high enough for the impersonations to be consid-
ered a real threat (see Table 2). For example, SB ’s success
rate when attempting to fool DNNB and impersonate SC

decreased from 88.00% without threshold to 75.00% when
using a threshold.

Time Complexity The DNNs we use in this work are
large, e.g., the number of connections in DNNB , the small-
est DNN, is about 3.86e8. Thus, the main overhead when
solving the optimization problem via GD is computing the
derivatives of the DNNs with respect to the input images.
For NI images used in the optimizations and NC connec-
tions in the DNN, the time complexity of each GD iteration
is O(NI ⇤NC). In practice, when using about 30 images, one
iteration of GD on a MacBook Pro (equipped with 16GB of
memory and a 2.2GHz Intel i7 CPU) takes about 52.72 sec-
onds. Hence, running the optimization up to 300 iterations
may take about 4.39 hours.

6. EXTENSION TO BLACK-BOX MODELS
So far we have examined attacks where the adversary has

access to the model she is trying to deceive. In general,
previous work on fooling ML systems has assumed knowl-
edge of the architecture of the system (see Sec. 2). In this
section we demonstrate how similar attacks can be applied
in a black-box scenario. In such a scenario, the adversary
would typically have access only to an oracle O which out-
puts a result for a given input and allows a limited number of
queries. The threat model we consider here is one in which
the adversary has access only to the oracle.
We next briefly describe a commercial FRS that we use in

our experiments (Sec. 6.1), and then describe and evaluate
preliminary attempts to carry out impersonation attacks in
a black-box setting (Sec. 6.2–6.3).

6.1 Face++: A Commercial FRS
Face++ is a cross-platform commercial state-of-the-art

FRS that is widely used by applications for facial recog-
nition, detection, tracking, and analysis [46]. It has been
shown to achieve accuracy over 97.3% on LFW [8]. Face++
allows users to upload training images and labels and trains
an FRS that can be queried by applications. Given an im-
age, the output from Face++ is the top three most proba-
ble classes of the image along with their confidence scores.
Face++ is marketed as“face recognition in the cloud.” Users
have no access to the internals of the training process and
the model used, nor even to a precise explanation of the
meaning of the confidence scores. Face++ is rate-limited to
50,000 free queries per month per user.
To train the Face++ model, we used the same training

data used for DNNB in Sec. 4.1 to create a 10-class FRS.

6.2 Impersonation Attacks on Face++
The goal of our black-box attack is for an adversary to

alter an image to which she has access so that it is mis-
classified. We attempted dodging attacks with randomly
colored glasses and found that it worked immediately for
several images. Therefore, in this section we focus on the
problem of impersonation from a given source to a target .

• Adversarial eye glasses that fool face detector • Adversarial sticker



Growing concerns about safety-critical settings 
with AI

Source: Paishun Ting

Autonomous cars that deploy AI model for traffic signs recognition



But with adversarial examples…

Source: Paishun Ting



An Emerging Field



Are adversarial attacks on 
deployed ML-as-a-service 
(black-box) system possible?



Adversarial examples of black-box models

ZOO: Zeroth Order Optimization based Black-box Attacks to Deep Neural Networks without Training Substitute Models, P.-Y. Chen*, H. Zhang*, Y. Sharma, J. Yi, and C.-J. Hsieh, AI-Security 2017
Black-box Adversarial Attacks with Limited Queries and Information, Andrew Ilyas*, Logan Engstrom*, Anish Athalye*, and Jessy Lin*, ICML 2018
Source: https://www.labsix.org/partial-information-adversarial-examples/

Targeted black-box attack on Google Cloud Vision

Black-box attack via iterative model query (ZOO) 

• White-box setting: adversary 
knows everything about your model

• Black-box setting: craft 
adversarial examples with limited 
knowledge about the target model
v Unknown training 

procedure/data/model
v Unknown output classes
v Unknown model confidence

AI/ML 
system

Image

Prediction



How do we find adversarial examples in 
the black-box attack setting in an efficient 
and principled manner?
Zeroth Order Optimization!
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Overview of Zeroth Order Optimization

Zeroth Order (ZO) Optimization, 
aka Derivative Free (DF) Optimization, 
deals with problems with
no explicit access of gradients



ZO methods suitable for 

problems where gradient:

• Unavailable

• Uncomputable

• Private

Simulation/Experiments based OPT

Overview of Zeroth Order Optimization



Traditional Methods/Applications

• Rosenbrock's method (Rosenbrock [1960])

• Powell's method (Powell [1965])

• The simplex method (Nelder and Mead [1965])

• The Robbins-Monro method (Robbins and Monro [1951])



Recent Key Developments

• ZO mirror descent (Nemirovski et al. [2009])

• ZO stochastic gradient (Nesterov and Spokoiny [2011];
Ghadimi and Lan [2013])

• ZO composite mirror descent (Duchi et al. [2015])

• ZO-ADMM/ZO-Stochastic-ADMM (Gao et al. [2017]; Liu 

et al. [2018])



Basic Quantities: One-Point ZO Oracle
• Introduce a random unit vector     ; define the (one points) ZO oracle

• Intuition: if x is scalar; then                  with equal prob.

u

u = ±1

cµ = d
f(x+ µu)

µ
u, where µ is a small number

E

f(x+ µu)

µ
u

�
=

f(x+ µ)� f(x� µ)

2µ
⇡ f 0(x)



Basic Quantities: Two-Point ZO Oracle

• Introduce a Gaussian vector     with correlation  
• Define the following random (two-point) ZO oracles

u B�1

Generate random u and return

(1) gµ(x) =
f(x+ µu)� f(x)

µ
·Bu

(2) ĝµ(x) =
f(x+ µu)� f(x� µu)

2µ
·Bu

• Notes: ! smoothing parameter; 
" can also be chosen by uniform distribution on unit sphere



Basic Quantities: Two-Point ZO Oracle
• Introduce the following Gaussian smoothed approximation

• We have the following unbiasedness property

• Note: Two-point oracles are favorable than one-point estimates 

fµ(x) =

Z
f(x+ µu)e�1/2kuk2

du

rfµ(x) = E[gµ(x)] = E[ĝµ(x)]



Basic Quantities: Optimality Measures
• For (strongly) convex problems, we will track

• For non-convex problems, we will track

h̃T := E[krf(xT )k2]  ✏

hT := E[f(xT )]� f⇤  ✏



Basic Quantities: Optimality Measures

Question: How fast can ZO algorithms reach solutions 
characterized by                    (dependence on     and      )✏ dhT or h̃T



Overview of ZO Optimization Algorithms

Unconstrained centralized optimization:
• ZO gradient descent [Nesterov 11]
• ZO stochastic gradient descent [Ghadimi-Lan 13]
• Variance reduced ZO [Liu et al. 18]

Constrained centralized optimization:
• ZO projected stochastic gradient descent [Liu et al. 18]
• ZO stochastic ADMM [Liu et al. 18]

Distributed optimization:
• Distributed ZO [Hajinezhad-H.-Garcia 16]



Overview of ZO Optimization Algorithms

Unconstrained centralized optimization:
• ZO gradient descent [Nesterov 11]
• ZO stochastic gradient descent [Ghadimi-Lan 13]
• Variance reduced ZO [Liu et al. 18]

Constrained centralized optimization:
• ZO projected stochastic gradient descent [Liu et al. 18]
• ZO stochastic ADMM [Liu et al. 18]

Distributed optimization:
• Distributed ZO [Hajinezhad-H.-Garcia 16]



ZO Gradient Descent: Algorithm

• The random gradient free algorithm [Nesterov 11]



ZO Gradient Descent: Convergence
• Suppose f(x) is convex and smooth, then

• So if we choose                                   ,  then 

• To achieve                   requires                               iterationsT = O

✓
d

✏

◆

µ = O
�p

✏/d
�

hT = O

✓
d

T

◆
+O(µ2d2)

hT = O

✓
d

T

◆
+O(✏)

hT  ✏



ZO Gradient Descent: Convergence

• Suppose f(x) is non-convex and smooth, then

• So if we choose

• Then to achieve                   requires                              iterations

µ  O

✓p
✏

d

◆

T = O

✓
d

✏

◆

h̃T  O

✓
d

T

◆
+O(µ2d2)

h̃T  ✏



ZO Stochastic Gradient Descent

• Consider a stochastic problem where the function values are not 
known deterministically [Ghadimi-Lan 13]

• Stochastic zeroth-order oracle (SZO): Given a random vector 

• Obtain an estimate of objective by
• It satisfies: 

⇠k
F (xk; ⇠k)

E[F (xk; ⇠k)] = f(xk)

E[krF (xk; ⇠k)�rf(xk)k2]  �



Stochastic Gradient-Free Minimization



ZO Stochastic Gradient Descent: Convergence

• Suppose f(x) is convex and (possibly) nonsmooth, and choose

• Then we will have

• Or reaching                    requires                        iterations;  slower than 
the deterministic case 

µ = O

✓
1
p
d

◆

O(d/✏2)

hT = O

 
d

T
+

p
d

p
T

!

hT  ✏



ZO Stochastic Gradient Descent: Convergence

• Suppose f(x) is non-convex and smooth, and choose

• So if we will have

• Compared with the deterministic version, slower

µ = O

✓
1
p
d

◆

h̃T = O

 
d

T
+

p
d

p
T

!



Complexity Lower Bounds? 

• How tight are these bounds? Can we further improve?

• Complexity lower bounds? 

• For smooth stochastic problems, if single point gradient evaluations 

are allowed, then the best one can do is [Shamir 13]

hT = ⌦

✓
dp
T

◆



Complexity Lower Bounds? 

• For smooth stochastic problems, if two-point gradient evaluations are 
allowed, then it is possible to improve the dependency on d [Duchi
15]

• And this rate is tight (in some information theoretical sense)

hT = ⇥

 p
d

T
+

p
dp
T

!



ZO Stochastic Variance Reduced Gradient (ZO-
SVRG)

• [Liu et al 18] considered the above problem

• Each time pick a mini-batch of component functions with ZO oracle

• Extended the first-order SVRG algorithm [Johnson-Zhang 13]



ZO-SVRG: Convergence

• Use the following random gradient estimate

• Obtains the following rate (where b is the minibatch size) 

ĝi(x) =
1

µq

qX

j=1

[fi(x+ µuj)� fi(x)]uj

h̃T = O

✓
d

T

◆
+O

✓
1

bq

◆



ZO-SVRG: Convergence

• Use the following random gradient estimate

• Obtains the following rate (where b is the minibatch size) 

ĝi(x) =
1

µq

qX

j=1

[fi(x+ µuj)� fi(x)]uj

h̃T = O

✓
d

T

◆
+O

✓
1

bq

◆



Overview of ZO Optimization Algorithms

Unconstrained centralized optimization:
• ZO gradient descent [Nesterov 11]
• ZO stochastic gradient descent [Ghadimi-Lan 13]
• Variance reduced ZO [Liu et al. 18]

Constrained centralized optimization:
• ZO projected stochastic gradient descent [Liu et al. 18]
• ZO stochastic ADMM [Liu et al. 18]

Distributed optimization:
• Distributed ZO [Hajinezhad-H.-Garcia 16]



ZO Stochastic Projected Gradient Descent

projection
Χ: convex set

[Liu et al. 2018]



ZO-SPGD: Convergence

• Suppose f(x) is convex, 

ℎ" = O %
T

• Suppose f(x) is non-convex, 

'ℎ( = O 1
T +

%
+

b is the minibatch size



ZO Alternating Direction Method of Multipliers 
(ZO-ADMM)

• Composite optimization: smooth + non-smooth

minimize
&∈(,*∈+

1
-.
/01

2
3(&; 6/) + 9 *

subject to A& + B* = D

• ZO online ADMM [Liu et al. 2018]



ZO Online ADMM: Algorithm

The ZOO-ADMM Algorithm 

!"#$ = argmin!∈- ./"
0 ! − 2" 3! + 56" − 7 +

8
2
∥ 3! + 56" − 7 ∥;

; +
1
2="

∥ ! − !" ∥>?
;

6"#$ = argmin6∈@ A(6) − 2" 3!"#$ + 56 − 7 +
8
2
∥ 3!"#$ + 56 − 7 ∥;

;

2"#$ = 2" − 8(3!"#$ + 56"#$ − 7)

Output: !" , 6" "E$
0

Initialize !F , 6F , 2F , 8, =" , >"

Alternate 
between ! & 6

./" : ZO gradient estimate
/" = G!H(!; J" ), online/stochastic ADMM (first-order) 

K-step: proximal 
operation of A



ZO Online ADMM: Convergence 

Regret& = O )
*

) is dimension of +
Theorem: For convex problems 
ZOO-ADMM yields

dimension-dependent effect 
due to gradient estimation

ZOO-ADMM       O-ADMM [Suzuki, 2010]

O 1
*O )

*



ZO Online ADMM: Mini-Batch Effect
Mini-batch I: Observation averaging

!"# =
1
&'()*

+ , -. + 01#;3#,5 − , 7#;3#,(
0 1#Sub-samples 3#,( ()*

+

Mini-batch II: Gradient sample averaging

!"# =
1
&'()*

+ , 7# + 01#,(;3# − , 7;3#
0 1#,(Sub-samples 1#,( ()*

+

Mini-batch III: Hybrid case (general)

Sub-samples 3#,( ()*
+8 , 1#,( ()*

+9 !"# =
1

&*&:'()*

+8 '
;)*

+9 , 7# + 01#,(;3#,< − , 7;3#,<
0 1#,(



ZO Online ADMM: Convergence 

Regret& = O
1 + +

,-,.
/

Theorem: 

Hybrid mini-batch strategy with sub-samples 01,3 34-
56 , 71,3 34-

58 yields

,- or ,. = 9(+) à first-order rate 9( ⁄1 /)
Minibatch à reduce gradient estimate variance



Overview of ZO Optimization Algorithms

Unconstrained centralized optimization:
• ZO gradient descent [Nesterov 11]
• ZO stochastic gradient descent [Ghadimi-Lan 13]
• Variance reduced ZO [Liu et al. 18]

Constrained centralized optimization:
• ZO projected stochastic gradient descent [Liu et al. 18]
• ZO stochastic ADMM [Liu et al. 18]

Distributed optimization:
• Distributed ZO [Hajinezhad-H.-Garcia 16]



Distributed ZO: Settings

• For many SP/ML applications, 
data are located in different places 
[Nedich- Ozdaglar 09] [Schizas et  
al 08] [H.-Luo-Razaviyayn 14]

• Extend the ZO to distributed 
settings where node/agent has 
partial information of the 
problem?



Distributed ZO: Results

• [Hajinezhad-H.-Garcia 16] considered the above setting

• Each agent i has access to local function

• Similar rates obtained as centralized cases

fi(x)



ZO Optimization: Summary

• Estimate gradient information using objective evaluation

• Convergence behavior, scaling w.r.t. error and problem dimensions

• Often slower than GD (by order of low polynomial of dimension)
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Timeline on Adversary ML (DL)

63

1 576 C6A 2
1Szegedy et al2
/8 A6 AA 4

1- 6 A 6A 2
1Szegedy et al2
1Carlini -Wagner.2
/8 A6 4
AA 4

1 86 6A 2
1Bhagoji et al2

06 A8 56 AA 4

1 E 6A 2
1Liu et al2

B6 E 77 4 6 A 0
AA 4



Zeroth Order Attacks?

Feedback
(labels)
Query
(images)

Adversary
Example



Zeroth Order Optimization (ZOO) Attack

• Design adversarial perturbation !

• With the following definition 

f(x) = max{max
i 6=t

[Z(x)]i � [Z(x)]t, 0}



Zeroth Order Optimization (ZOO) Attack

• In while-box attack, gradient based algorithms used by computing                

• Zeroth order gradient estimator? Only requires evaluating

• Requires knowing the class confidence scores

rf(x)

f(x) = max{max
i 6=t

[Z(x)]i � [Z(x)]t, 0}



Zeroth Order Optimization (ZOO) Attack

• Proposed in [Chen et al 2017]

• Estimate gradient using function value coordinate by coordinate

• Replace gradient by the above estimator 

• Optimize attack objective using estimated gradient



Zeroth Order Optimization (ZOO) Attack

• Estimate gradient using function value

• A practical issue: Full gradient estimation takes 2d queries; 

• Costly and take long: 64x64x3 image, requires 24, 576 evaluations!

• Solution: coordinate descent/block coordinate descent



ZOO Attack
qBlack-box attack formulation: classifier ! " ∈ [0,1]) (probabilities)
• minimize+ " − "- .

. + 0 1 2 ", 3 s.t. " ∈ 0,1 4

• 2 ", 3 = 67" −8,67"9:; log ! " 9 − log ! " ;

qOnly has access to the model output ! " , but not its model 
internals (including gradients)

• (Random) coordinate gradient descent using estimated gradients
• Estimate gradient ?@9 for selected pixel using the symmetric difference 

quotient: ?@9 =
∂ A(+)
∂ +D

≈
A +FGHD IA +IGHD

.G
for small ℎ

• We implemented ZOO attack with ADAM optimizer

AI/ML 
system

Image

Prediction

ZOO: Zeroth Order Optimization based Black-box Attacks to Deep Neural Networks without Training Substitute Models, P.-Y. Chen*, H. Zhang*, Y. Sharma, J. Yi, and C.-J. Hsieh, AI-Security 2017



Targeted Attack on MNIST

Original ZOO (black-box) C&W (white-box)



Targeted Attack on CIFAR-10

IBM Research AI 71

Original ZOO (black-
box)

C&W (white-
box)



Performance Comparison
• Substitute model is suboptimal for (practical) black-box attacks

• ZOO attains similar attack success rate and distortion to white-box attack 
• Acceleration techniques for ZOO are possible (see paper for details)



Attack on ImageNet (Inception-v3)
qUntargeted attack:

qTargeted attack:
Before attack: P(bagel)=0.97, P(piano)=0.000006

After attack: P(bagel)=0.006, P(piano)=0.0061



ZOO Attack is great except for …
• Enormous amount of model queries (~ millions for targeted attack on 

ImageNet) 



AutoZOOM: Query Redemptions
• Recall the problem dimension dependent convergence rate in zeroth 

order optimization, e.g., !( #/%) 
ØReduce perturbation dimension (here an autoencoder)

ØUse query-efficient gradient estimation (& = ( ) * +,-. /*(+)- ) . )

AutoZOOM: Autoencoder-based Zeroth Order Optimization Method for Attacking Black-box Neural Networks. Chun-Chen Tu*, Paishun Ting*, Pin-Yu Chen*, Sijia Liu, 
Huan Zhang, Jinfeng Yi, Cho-Jui Hsieh, and Shin-Ming Cheng. AAAI 2019



Performance Evaluation



Is Label-Only Black-box Attack Possible? Yes!

Query-Efficient Hard-label Black-box Attack: An Optimization-based Approach. Minhao Cheng, Thong Le, Pin-Yu Chen, Jinfeng Yi, Huan Zhang, and Cho-Jui Hsieh, arxiv
Black-box Adversarial Attacks with Limited Queries and Information, Andrew Ilyas*, Logan Engstrom*, Anish Athalye*, and Jessy Lin*. ICML 2018
Decision-Based Adversarial Attacks: Reliable Attacks Against Black-Box Machine Learning Models. Wieland Brendel, Jonas Rauber, and Matthias Bethge. AAAI 2019



 -
  --

4



ZO by Natural Evolution Strategy (NES)

• Proposed in [Ilyas et al 2018]

• Instead of using coordinate-wise gradient estimator like ZOO, use

where      is a smoothed version of     and                          



ZO by Natural Evolution Strategy (NES)

• A natural extension of FGSM-k (iterative FGSM)

FGSM-k:

ZO-NES:

• NES 2-3 orders of magnitude more query-efficient than ZOO!

!": ZO gradient estimate



ZO by Natural Evolution Strategy (NES)

• Explaining existing attacks?

• Design better attacks?

Question: will ZO optimization theory be useful?



NES Revisited

1) Zeroth-Oder (stochastic) gradient estimate

2) Signed based gradient estimate

3) (stochastic) Gradient descent



ZO-signSGD
• ZO-signSGD: Explores ideas from signSGD [Bernstein et al 17] and 

ZO-Optimization

S. Liu, P-Y. Chen X. Chen and M. Hong, “signSGD via Zeroth-Order Oracle ”, 2018



ZO Gradient Estimators

• One-sided estimator : q+1 queries about function value

• Two-sided estimator 2q queries about function value

GradEstimate(x) =
1

qµ

qX

i=1

(f(x+ µui)� f(x))ui

GradEstimate(x) =
1

2qµ

qX

i=1

(f(x+ µui)� f(x� µui))ui



Convergence Guarantee
• Run T iterations of ZO signSGD using one-sided estimator

• And choose , we have

h̃T = O

✓
d

T

◆
+O

✓
d

q

◆



Discussion

• ZO-NES is ZO-signSGD with two-sided gradient estimator

• ZO-signSGD can be adapted to coordinate descent setting

• Provides theoretical support for the excellent empirical performance 

of these methods



Why Sign-Based ZO Methods Could Be Better?
• ZO gradient estimate suffers gradient noise of larger variance
• Sign operation could be more robust to gradient noise 

Note: shaded region indicates standard deviation over all coordinates



Why Sign-Based ZO Methods Could Be Better?

• “Sign” operation leads to adaptive (normalized) learning rate

!"sign '(" = !"'("/|'("|,  
where / and | | element-wise; 

• !"/|'("| can be regarded as adaptive learning rate



Query Efficiency 



Progression of Objective Value
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Sensor Selection (ZO-ADMM Liu et al. [2018])

minimize
&

−
1
) *

+,-

.

logdet *
4,-

5

6474 ,+ 74 ,+.

subject to > ≤ & ≤ @, @.& = BC

• &: selection variable
• 74,+ : Observation coefficient
• BC : Number of selected sensors
• Objective: estimation error

• (Boyd et al [2011]):

Inconvenient: gradient computable but its form is expensive to evaluate



Sensor Selection (ZO-ADMM Liu et al. [2018])

minimize
&

−
1
)
*
+,-

.

logdet *
4,-

5

6474 ,+ 74 ,+
.

subject to > ≤ & ≤ @, @.& = BC

• &: selection variable
• 74,+ : Observation coefficient
• BC : Number of selected sensors
• Objective: estimation error

minimize
& ,D

−
1
)
*
+,-

.

logdet *
4,-

5

6474 ,+ 74 ,+
. + F- & + FG (D)

subject to & = D

where F- & = J>, > ≤ & ≤ @
∞, otherwise, FG D = J>, @. D = BC

∞, otherwise

Reformulation

• (Boyd et al [2011]):



Sensor Selection (ZO-ADMM Liu et al. [2018])

minimize
&

−
1
)
*
+,-

.

logdet *
4,-

5

6474 ,+ 74 ,+
.

subject to > ≤ & ≤ @, @.& = BC

• &: selection variable

• 74,+ : Observation coefficient
• BC : Number of selected sensors

• Objective: estimation error

minimize
& ,D

−
1
)
*
+,-

.

logdet *
4,-

5

6474 ,+ 74 ,+
. + F- & + FG (D)

subject to & = D

where F- & = J>, > ≤ & ≤ @
∞, otherwise, FG D = J>, @. D = BC

∞, otherwise

Reformulation

Composite optimization: 
smooth + nonsmooth

ZO-ADMM avoids matrix 
inversion in evaluation of 
gradient of logdet

• (Boyd et al [2011]):



Sensor Selection Comparisons – Estimation Accuracy 



Sensor Selection Comparisons – Computation Efficiency 



Private model averaging



Private model averaging



Private model averaging



Private model averaging comparisons
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Conclusions
• ZO methods are general alternative to first order methods when gradient 

is unavailable 

• Convergence rate suffers dimension-dependent slowdown effect, but 
with appropriate min-batch size it becomes competitive to first-order 
methods

• ZO-signSGD maintains superior performance in both theory and practice

• Emerging applications of ZO optimization in ML and CV



Ongoing/Future Work
• Further improve query efficiency 

• Faster algorithm (Adaptive gradient methods: ADAM/AMSGrad)

• When (stochastic) gradients are available: 

• Convergence analysis done for convex case in [Reddi et al 17]

• Convergence analysis of Adam-type algorithms for nonconvex
optimization [Chen et al 18]

X. Chen, S. Liu, R. Sun, M. Hong “On the Convergence of A Class of Adam-Type Algorithms for Non-Convex Optimization”,
https://arxiv.org/pdf/1808.02941.pdf, 2018

https://arxiv.org/pdf/1808.02941.pdf


Preliminary Empirical Results



Ongoing/Future Work�ZO-Adaptive Gradient, 
Better Than ZO-signSGD!?

• ZO-SignSGD is fast because:

• Adaptive learning rate

• ZO-Adaptive Gradient could be faster because:

• Dual advantages of adaptive learning rate and momentum


